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Resumo 

 

A tecnologia para sensores está a tornar-se mais poderosa e ao mesmo tempo mais barata, 

facilitando a implementação de redes de sensores sem fios de grandes dimensões. As Redes de 

Sensores sem Fios estão a tornar-se um veículo para a Internet of Things que tem o potencial de 

transformar a vida humana de forma disruptiva. Grande parte da pesquisa realizada neste campo 

focou-se em providenciar suporte entre os elementos da rede e deixou de parte um aspecto importante 

do puzzle, o backend, que recentemente teve um número de artigos publicados relacionando a 

integração de soluções Máquina-Máquina (Machine-to-Machine) com plataformas de Cloud 

Computing. A virtualização de recursos providenciada pelo paradigma de Computação em Núvem 

(Cloud Computing) traz novas oportunidades para a implementação de Redes de Sensores sem Fios 

de quaisqueres dimensões.   

Este trabalho apresenta uma avaliação do trabalho relacionado com backends de redes de sensores 

e, tendo em conta o crescente interesse da emergente tecnologia que é Computação em Núvem, 

apresenta uma solução para o backend de redes de sensores capaz de autonomamente aumentar ou 

diminuir os recursos necessários consoante a carga do sistema, de garantir que os dados 

armazenados na Núvem estão seguros através de encriptação e que seja independente do provedor 

de Computação em Núvem. 
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Abstract 

 

Sensor technology is becoming more powerful at lesser costs, encouraging the large-scale 

deployment of wireless sensor networks. Wireless sensor Networks are becoming a vehicle to the 

Internet of Things which has the ability to impact human life in more ways than we can imagine. Most 

research work done to date has focused on in-network support for wireless sensor network applications 

and left out a very important piece of the puzzle, the backend, which has recently seen a surge of works 

concerning the integration of machine-to-machine solutions on cloud computing platforms. The 

virtualization of resources brought forth by cloud computing platforms raises new opportunities for the 

deployment of wireless sensor networks of any dimension.  

This work presents a review of the related work in the backend of sensor networks and, considering 

the increased interest that the emergent Cloud Computing technology has been having, presents a 

solution for the backend of wireless sensor networks that is, by itself, capable of increasing or 

decreasing the resources it requires according to the load of the system, that guarantees that the data 

stored in the Cloud is protected through encryption and that is agnostic to the Cloud Computing 

provider.   
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1 Introduction 

 

In recent years, a revolution in the sensors industry was triggered due to progresses made in 

electronics miniaturization. Now it is possible to build sensors that are far more capable, yet much less 

expensive, than ever before, making it much easier to build sensor networks.  

A sensor network consists of a number of nodes which cooperate to complete their task of collecting 

raw data and returning it to the application backend or throughout a distributed platform. Each sensor 

is a node of the network. While individually each node is autonomous and has a short range, when used 

collectively, they are cooperative and effective over large areas.  

Nowadays, wireless sensor networks (WSN) are beginning to be deployed at an accelerated pace. 

It is not unreasonable to expect that in the next decade the world will be covered with wireless sensor 

networks. This technology has a huge potential for many areas of our life such as environmental, 

medical, military, transportation, entertainment, city management and smart spaces applications. But 

for such applications, sensor networks cannot operate as stand-alone networks; there must be an 

effective way for the user to store, manipulate and access the data produced by the sensor network.  

While much research has been done in the WSN field, for example regarding WSN paradigms (see 

section 2.1), less attention has been dedicated to the infrastructure that supports them.  Furthermore, 

although there are articles focusing on the backend infrastructure responsible for processing and storing 

of the data, such as Cluster Computing (see section 2.3.1), Grid Computing (see section 2.3.2) or High 

Performance Computers (see section 2.3.3), the integration of Sensor Networks with the Cloud has 

gotten more attention in the last years..  

The study of wireless sensor networks is challenging, since it requires a breadth of knowledge from 

a variety of disciplines. In this dissertation work we are going to focus on the WSN backend, where the 

data gathered from the sensors is stored and processed.  Since a key shortcoming in current sensor 

network approaches is a lack of elasticity in computational resources, we believe that it makes a lot of 

sense to integrate sensor networks with the Internet using Cloud computing technology 

Our main objective was to produce and evaluate a proof-of-concept Cloud Middleware to aid in the 

development of wireless sensor networks systems. The developed solution is self-scalable, using more 

resources or freeing them according to the needs of the system, guarantees data protection trough 

encryption, and perhaps more important, it’s usable with different Cloud Computing Providers. 

 

1.1 Generic Applicability Scenarios 

 

The cloud middleware we intend to produce will help the deployment of many kinds of wireless sensor 

network by providing functionality that will significantly ease the development of a WSN backend 

system. For instance, consider a medical application scenario where the heart rhythm of the patient is 

monitored by a sensor, whose data is transmitted to a mobile phone and from the mobile phone to the 

Internet, where the WSN backend system implemented with the proposed middleware will process, 

storage and display it. 
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Consider another example: the Portuguese government wants to improve the quality of car traveling 

in the main cities and promote the smart cities slogan by providing real time information about the traffic. 

To do this they intend to implement a wireless sensor network alongside the roads to gather real time 

information on the traffic, analyze and display it.  

In both cases, to accomplish the proposed goals, one would need to acquire the necessary hardware, 

not only the nodes of the WSN but also the computation and storage needed for the system. Once this 

is done, one still has to deal with the complex task of programming the backend that will deal with the 

data gathering and processing. After overcoming these steps, eventually the system would be put into 

production and it would be possible to profile its performance. In a perfect scenario the acquired 

resources would perfectly meet the demands of the WSN. However, in reality, it would be more likely 

that they would either be scarce or ill utilized at some times. Moreover, what if there is a problem with 

the hardware of the backend? Or if they decide to expand or cut down on the size of the sensor network? 

Would the implemented solution be crippled or maintain its efficiency? 

A different approach would be to use the resources provided by Cloud Computing to access elastic 

computation and storage, delegating the task of assembling the required hardware. Furthermore, the 

cumbersome task of programming the backend could be assisted by the use of a middleware for the 

chosen Cloud provider.  

 

1.2 Goals, Assumptions, and Expected Results 

 

The main goals of this work are: 

• To assess the value of Cloud Computing for Wireless Sensor Networks Systems. 

• To develop a Cloud Middleware targeted at: 

o easing the development of Wireless Sensor Networks Systems 

o providing transparent integration for Cloud Computing platforms 

o integrating services from different Cloud Computing platforms 

 

We will assume the following requirements: 

• The implemented solution should be easily extendable. 

• The implemented solution should automatically scale up, or scale down, according to the 

chosen metrics (i.e.: average CPU usage, memory consumption, etc). 

• The implemented solution should be accessible by any platform. 

• The implemented solution should guarantee data security. 

• The implemented solution should not be tied to one particular Cloud Provider. 

 

Our initial assumptions are: 

• The data gathered from the sensor network is transmissible to the Internet. 

• The wireless sensor network may have a very large number of nodes. 
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As stated before, our goal is to create a Cloud Middleware for Wireless Sensor Networks. However, 

it should be outlined that such middleware is designed to be independent from the Cloud Provider. 

While this means that the middleware can be used with different Cloud Providers, the main focus of this 

work will be on the Windows Azure Platform. 

By the end of the dissertation work the author delivered: 

• A complete and well-structured State of the Art document describing Wireless Sensor Networks 

backend infrastructures, an overview of the Cloud Computing Paradigms and how Cloud Computing 

paired with Wireless Sensor Networks is the basis for the future of the Internet of Things and Machine-

to-Machine communication. 

• The design and code for a Cloud Middleware aimed at easing the development of Wireless 

Sensor Networks. Windows Azure was the focused Cloud Provider, although Amazon was also used. 

• A comprehensive performance evaluation of the developed approach. 

 

1.3 Structure 

 

The remainder of this document is structured as follows: section 2 analyses the state of the art. 

Section 3 describes the proposed architecture and details its implementation. Section 4 describes the 

experimental setup. It presents test applications developed to demonstrate the solution working as 

described in section 3, as well as to benchmark it. It also describes the test environment and the tests 

that were executed. Section 5 shows and evaluates the results of the tests from the previous section, 

followed by the concluding remarks and future work proposals in section 6.  
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2 State of the Art 

 

This work addresses how data acquired from wireless sensor networks can be stored, processed 

and displayed using a flexible Cloud computing middleware. This section introduces key definitions and 

analyses some work done with wireless sensor networks (WSN). 

To begin, in section 2.1, the definition for wireless sensor networks and their potential areas of 

application is presented. Afterwards two fundamental paradigms in wireless sensor networks are 

described: the client/server paradigm is addressed in section 2.1.1, while the mobile agent P2P 

paradigm is addressed in section 2.1.2.  

Section 2.2 introduces fundamental concepts to Cloud computing, analyses the differences between 

the three major types of Cloud Computing (SaaS, PaaS, IaaS) and ends with an overview of the services 

provided by the current major Cloud Computing providers. 

Section 2.3 describes work related to the backend of WSNs. It depicts four types of backend that can 

be associated with WSN and goes on to provide information on work done in each of them. 

Since one of the use cases associated with this work is health related, section 2.4 describes use 

cases where WSN is used for Health Care. 

Section 2.5 provides relevant information about the upcoming paradigms of the Internet of Things 

and the Machine-to-Machine communication which, in our opinion, will be enabled by the diffusion of 

wireless system networks. Furthermore it analyses the role of Cloud computing in said paradigms. 

Section 2.6 ends the state of the art with a brief conclusion. 

 

2.1 Wireless Sensor Networks 

 

A wireless sensor network (WSN) consists in a group of spatially distributed autonomous sensors, 

each of which is small, lightweight and portable, used to monitor and record conditions at diverse 

locations [1]. The development of wireless sensor networks was motivated by military applications such 

as battlefield surveillance; today such networks are used in many industrial and consumer applications, 

monitoring diverse conditions such as temperature, humidity, pressure, wind direction and speed, 

illumination intensity, vibration intensity, sound intensity, power-line voltage, chemical concentrations, 

pollutant levels and vital body functions.  

Potential applications of sensor networks include: industrial automation, automated and smart 

homes, video surveillance, traffic monitoring, medical device monitoring, monitoring of environmental 

conditions, air traffic control, and robot control. 

 The sensors in a WNS have limited resources available [2]. They have limited processing speed, 

storage capacity, and communication bandwidth. In most cases, the network must maintain a long 

operation period and considering the nodes are wireless, the available energy resources limit their 

overall operation.  

In the next sections we evaluate different WSN paradigms. 
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2.1.1 Client/Server paradigm for WSN 

 

The client/server paradigm has been widely used in distributed computing models and since sensor 

networks fall in the distributed computing category, this paradigm has been used in many of such 

networks. 

In a typical client/server based WSNs, the occurrence of certain events will alert sensors to collect 

data and send them to a sink node. The sink processes the data and generates the results. In sensor 

networks, the sink node is the server and the sensor nodes are the clients [3] [4]. 

Although widely used, it has some disadvantages when used for wireless sensor networks, namely:  

• The client may suffer from a slow and unpredictable response time, especially when the 

number of client is large. 

• In some particular applications, such as data processing or data fusing, large amounts of 

data are moved from the clients to the server. This will require many round trips over the 

network in order to complete the transaction. Each trip creates network traffic and 

consumes bandwidth. 

• The design of a client-server-based system requires precise consideration of the network 

traffic, the number of clients and servers, transaction volumes, etc. If the estimates are 

inaccurate, the performance of the system will suffer. 

To cope with the disadvantages presented above, a new paradigm for WSN has been suggested 

and is discussed in the next section.  

 

Figure 1 - WSN Client/Server paradigm 
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2.1.2 Mobile Agent P2P Paradigm for WSN 

 

In a peer-to-peer paradigm, the sensor nodes can communicate between each other besides 

communicating with the sink node / processing centre as shown in Figure 2.  

The mobile-agent-based paradigm [3] [5] is a type of peer-to-peer WSN in which the service know-

how is owned by the server, but most of the resources are located at the clients, see Figure 3. The 

server sends out mobile agents carrying service know-how. The mobile agents complete the service 

using resources available at the clients. In sensor networks, the processing centre sends out the mobile 

agents who will migrate to each node and conduct data processing until they return to the processing 

canter with results.  

 

Figure 2 - WSN P2P paradigm. The blue circle represents the sink node / gateway 

 

Figure 3 - WSN mobile agent paradigm 
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A mobile agent is a software agent that can migrate autonomously among nodes in a heterogeneous 

network environment. Unlike the traditional client-server model where non-executable messages 

propagate across the network, a mobile agent can carry a code, data and state with itself when it 

migrates. Mobile agents can take two forms based on the nature of mobility: strong or weak migration. 

Strong migration involves the transfer of code, data and the states of agents among nodes. This might 

be expensive and time consuming in sensor networks where sensor energy is limited. Weak migration 

involves the transfer of code and data but not all the states. For wireless distributed networks, agents 

that support weak migration seem to be more suitable since they incur low communication and storage 

overhead. 

The mobile agent model has many advantages over the client/server model. It provides the following 

benefits: 

• Network bandwidth requirement is reduced: Instead of passing large amounts of raw data 

over the network, only the agent with small size is sent. 

• Better energy efficiency: Since the total amount of data transmission is reduced, the energy 

usage can also be reduced as radio transmission is the most energy consuming activity in 

sensor networks. 

• Better network scalability: The performance of the network is not affected when the number 

of sensor is increased as opposed to the traditional client/server model where the data 

queues increase proportionally to the increase in number of clients. 

• Stability: Mobile agents can be sent when the network connection is alive and return results 

when the connection is re-established. Therefore, the performance is not affected much by 

the reliability of the network. 

 

2.2 Cloud Computing 

 

The generally accepted definition of Cloud Computing comes from the National Institute of Standards 

and Technology (NIST1). The NIST definition [6] essentially says that:  

“Cloud computing is a model for enabling convenient, on-demand network access to a shared pool 

of configurable computing resources (e.g., networks, servers, storage, applications, and services) that 

can be rapidly provisioned and released with minimal management effort or service provider 

interaction.” 

 

                                                           
1 http://csrc.nist.gov/groups/SNS/cloud-computing/ (last time accessed on 26-01-2014) 
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Figure 4 - Cloud Computing Stack 

 

In simpler terms, it is the ability for end users to access parts of bulk resources which can be acquired 

quickly and easily. 

 Furthermore, NIST also identifies five fundamental characteristics that define a Cloud service. They 

are as follows: 

• On-demand self-service. The ability for an end user to provision computing capabilities as 

needed without the long delays that have characterized traditional IT; 

• Broad network access. The ability to access the service via standard platforms (e.g., 

desktop, laptop, mobile);  

• Resource pooling. The computing resources of the provider are pooled to serve multiple 

consumers; 

• Rapid elasticity. Capability can scale outward or inward to cope with the demand at any 

given moment; 

• Measured Service. Billing is calculated in a per use basis as a utility service. 

 

This wide definition for Cloud Computing also led NIST to acknowledge three service models that 

are detailed in the next three sub-sections. 

 

2.2.1 Software as a Service (SaaS) 

 

 Software as a Service is according to [7] “Software deployed as a hosted service and accessed over 

the Internet”.  

In the SaaS service model, the cloud provider(s) controls most of the software stack while the 

subscriber controls the application-specific resources that are made available by the SaaS application 

[6]. As such, part of the role of the provider is deploying, configuring, updating and managing the 

operation of the application. 
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Figure 5 - SaaS Provider/Subscriber Scope of Control 

 

Some of the benefits of SaaS include: 

• Very modest software tool footprint.  Since browsers have evolved to be capable of efficiently 

displaying interactive content, SaaS application deployment became increasingly hassle free 

with little or no client-side software required; 

• Efficient use of software licences. Subscribers can use a single licence on multiple 

computers at different times. Besides, traditional licence management protocols and licence 

servers are not required to protect intellectual property;  

• Platform responsibilities managed by providers. It is the sole responsibility to manage the 

infrastructure. This means system maintenance, backups, security patches, power 

management, hardware refresh, etc; 

• Centralized management and data. From the point of view of the subscriber the data storage 

is centralized, although the provider may actually store it in a decentralized manner. This 

means that the provider can supply professional management of data, as for example, 

compliance checking, security scanning, backup and disaster recovery;  

• Savings in up-front costs. SaaS allows the subscriber to begin using an application without 

the up-front costs associated to hardware acquisition. 

 

Compared to traditional computing and software distribution solutions, SaaS performs more 

application-level logic at the facilities of the provider. SaaS clouds depend heavily on subscriber 

browsers to be both reliable and secure. 

 

2.2.2 Platform as a Service (PaaS) 

 

A Platform as a Service cloud provides a toolkit to develop, deploy and administer applications [6]. 

PaaS provides the basis for developers to create scalable applications that can employ large quantities 

of computing resources, process large volumes of data, be deployed nearly instantly, relieve 

subscribers of IT chores, and be purchased incrementally. 
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Figure 6 - PaaS Provider/Subscriber Scope of Control 

 

PaaS shares many of the benefits of SaaS discussed in 2.1.1: very modest software tool footprint, 

platform responsibilities managed by providers, centralized management and data, and savings in up-

front costs. In addition, it follows from its definition that it: 

• Facilitates scalable application development and deployment. PaaS application 

development frameworks provide design patterns supporting a high level of scalability and 

ease of deployment. 

One of the main issues that affect PaaS clouds is the lack of portability between PaaS clouds. 

Portability in PaaS is a concern since implementations of platform services may vary widely between 

providers 

 

2.2.3 Infrastructure as a Service (IaaS) 

 

Infrastructure as a Service delivers cloud computing infrastructure as an on-demand service [6]. This 

means that, instead of the traditional purchasing solution, one can pay for the use of the required 

resources such as servers, software, datacentre space or network equipment. 

 

 

Figure 7 - IaaS Provider/Subscriber Scope of Control 

      In general, IaaS places more system management responsibility on subscribers than either SaaS 

or PaaS. Although the provider may offer carefully constructed operating system images and services, 

replicated storage, cryptography, firewalls, monitoring, demand-based automated VM 

startup/shutdown, etc., responsibility for the operation of all software layers above the hypervisor rests 

primarily with the subscriber. This can be considered as either a benefit or a concern, depending on the 

skill set and special needs of the subscriber. 
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As with SaaS and PaaS, IaaS allows for savings in up-front costs and in addiction it brings the 

following benefits: 

• Full control of the computing resource through administrative access to VMs. Subscriber 

access to IaaS cloud resources is typically performed through standard network protocols 

that use cryptography to prevent eavesdropping or tampering by third parties; 

• Flexible, Efficient Renting of Computing Hardware. Fundamentally, cloud computing 

provides rental of computing resources. These resources, which are typically accessed by 

subscribers over a network, must be measurable in units that can be individually allocated 

to specific subscribers, and paid for based on the length of time a subscriber retains a 

resource; 

• Portability, Interoperability with Legacy Applications. Because IaaS clouds allow subscribers 

to install and run operating systems of their choosing, a high level of compatibility can be 

maintained between legacy applications and workloads in an IaaS cloud. 

 

Some of the issues that affect IaaS clouds are:  

• Compatibility with legacy security vulnerabilities. By allowing subscribers to run legacy 

software systems in the infrastructures of the provider, IaaS clouds expose subscribers to all 

of the security vulnerabilities of those legacy software systems; 

• Virtual machine sprawl. IaaS systems allow subscribers to create and potentially retain 

many VMs in various states, e.g. running, suspended, and off. An inactive VM can easily 

become out of date with respect to important security updates. The maintenance of 

security updates is typically a subscriber responsibility; 

• Data erase practices. Virtual machines access disk resources maintained by the provider. 

When a subscriber releases such a resource, the provider must ensure that the next 

subscriber to rent the resource does not observe data residue from previous tenants. 

However, strong data erase policies are time consuming and may not be compatible with 

high performance when tenants are changing. Data replication and backup practices also 

complicate data erase practices. 

 

2.2.4 Cloud Computing Providers Overview 

 

To complete this Cloud Computing section we have selected the top Cloud Computing providers and 

made a table which shows what kind of Cloud service is provided and which technology enables such 

service.  
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 Amazon Microsoft IBM Google Rackspace Salesforce 

IaaS 

Amazon 

Web 

Services 

(AWS) 

Microsoft System 

Center; Windows 

Server; Dynamic 

Data Center Toolkit 

for Hosters 

IBM 

SmartCloud 

Enterprise 

N.A. 

Rackspace 

Cloud 

Hosting 

N.A. 

PaaS N.A. Windows Azure 

IBM 

SmartCloud 

Application 

Services 

Google 

App 

Engine 

N.A. 
Force.com;  

Heroku 

SaaS N.A. 

Business 

Productivity Online 

Standard Suite 

(BPOS) 

IBM 

SmartCloud 

Solutions 

Google 

Apps 
N.A. 

Customer 

relationship 

management 

(CRM) 

Table 1 -Relation between the top Cloud Computing providers, the type of Cloud services 
offered and the technologies that enable such services 

 

 

Although Amazon Web Services (AWS) is currently the market leader of Cloud Computing due to its 

early entry, Microsoft is starting to gain more and more adepts by virtue of its PaaS approach, as 

opposed to AWS IaaS approach. As such we have selected these two providers to do a more technical 

comparison. 

 

Feature Windows Azure Amazon Web Services 

 OS support Windows Windows / Linux 

Raw Virtual Machines support Yes Yes 

Frameworks .Net, Java, PHP, Ruby .Net, Java, PHP, Ruby 

 

Compute 

Map/Reduce Not available Elastic MapReduce 

Dynamic Scaling Not available Auto Scaling 

 

 

Storage 

Flexible Entities Azure Tables SimpleDB 

Blob Azure Blob Amazon S3 

Block Level Storage Azure Drive Amazon Elastic Block 

Store 
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Relational Database 

Management System 

SQL Azure Amazon Relational 

Database Service 

Content Delivery Network Azure CDN CloudFront 

 

 

 

Middleware 

Secure Messaging AppFabric Service Bus Not available 

Identity Management AppFabric Access 

Control Service 

Amazon Identity and 

Access Management 

Integration AppFabric Integration Not available 

Caching AppFabric Caching Not available 

Notification Publish/Subscribe AppFabric Service Bus Amazon Simple 

Notification Service 

Queues Azure Queue Amazon Simple Queue 

Service 

 

Networking 

Cross Premise Connectivity Azure Connect Amazon Virtual Private 

Cloud 

Load Balacing Available through the 

Windows Azure 

Management Portal 

Elastic Load Balancing 

Table 2 - Comparison between Windows Azure and Amazon Web Services 

 

The tables presented above give but a brief overview on Cloud Computing providers. In the following 

paragraphs we present some of the work done with the intent of classifying and comparing existing Cloud 

solutions [8]. 

[9] constructs a classification system to be applied on Cloud Computing services in order to provide a 

comprehensive technical study to help identify similarities and differences of several Cloud Computing 

solutions. Although there are several taxonomies of Cloud Computing, most are from the perspective of 

the vendors. The taxonomy defined evaluates Cloud Architecture, Virtualization Environment, Service, 

Fault Tolerance, Security, and Other Issues (Load Balancing, Interoperability, and Scalable Data 

Storage). 

Similar to the previous paper, [10] conducts a survey on a variety of Cloud providers and technologies. 

Although [article of the previous paragraph] provides a more in-depth study, this work takes into 

consideration a far greater number of Cloud solutions. 

The authors of [11] present an extensive description and comparison of the storage services provided 

by three major cloud service providers: Windows Azure, Google App Engine, and Amazon Web Services. 

They divide their analyses in unstructured storage types, structured storage types and other storage 

types. 

In [12] an extensive overview of existing Cloud Computing is conducted. The analysis of the authors 

is done according to the type of provision of the Cloud service. In addition to SaaS, PaaS and Iaas, they 
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identify and analyses: Data as a Service (DaaS), Identity and Policy Management as a Service (IPMaaS), 

and Network as a Service (NaaS). 

Although cloud computing is still a recent technology, its potential has been grabbing the attention of 

many research works which describe the collaboration between wireless sensor networks and the Cloud. 

These will be further analyzed in section 2.3.4. 

 

2.3 Wireless Sensor Networks Backend Infrastructures  

 

The research on WSN has been primarily focused upon providing in-network support for sensor 

network applications. As a result, a variety of special-purpose Operating Systems for sensor nodes has 

been developed, such as: TinyOS [13], Contiki [14], Squawk [15] and Lorien [16]. The research 

community has also been very active in the development of programming abstractions for wireless 

sensor networks resulting in specialized component models such as NesC [17], OpenCom [18] and 

LooCI [19] along with macro-programming approaches such as TinyDB [20] and Kairos [21]. 

A key shortcoming of current research efforts is a lack of consideration of the WSN backend. Since 

the nodes of a sensor network have very limited storage and processing capabilities, sensor networks 

rarely, if ever, operate in isolation and are usually connected to a backend modeling infrastructure. 

Examples from real world sensor-network deployments include computational models of flooding [22], 

pollution [23] and hurricanes2.  

Even if the WSN is designed in a special-purposed way to allow some processing within the network, 

the results are usually stored outside the network where they can also be further analyzed. A recent 

literature [24] is an example of the previously mentioned type of network where the concept of collector 

nodes is introduced. These nodes are better equipped with processing, storage and battery capabilities 

compared to the ordinary sensors. The collector nodes receive the data from the spatially distributed 

sensors and perform complex in-network computations according to the application needs. 

The integration of Sensor Networks with Internet is one of the open research issue in Wireless Sensor 

Networks. Although it makes a lot of sense to integrate sensor networks with the Internet, we need to 

consider that the number of sensor nodes could be so large that it becomes impossible to allocate a 

MAC address for each one of them. As a result, global IP address is unavailable for each sensor node. 

Currently, developers implement and connect to backend computational facilities in an ad-hoc 

manner, with little development support available. This situation is further complicated by the necessity 

of elastic computation to deal with the dynamism of the events being monitored by the WSN or with an 

increase in the number of nodes of the WSN.  

In the following sub-sections we depict four different technologies that can serve as backend 

infrastructures for WSN. We start with Cluster Computing, move on to Grid Computing, then talk about 

                                                           
2 Faith Singer-Villalobos. Scientists produce 3D models of BP oil spill in gulf of Mexico using ranger 

supercomputer, university of Texas at Austin press release, available at 

http://www.utexas.edu/news/2010/06/03/tacc ranger oil spill/. June 2010 (last time accessed on 26-01-2014) 
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High-Performance Computing and end with the emerging Cloud Computing technology, which is the 

technology this work intends to focus on. 

 

2.3.1 Cluster Computing  

 

Cluster computing is a form of distributed computing where sets of machines are used to increase 

throughput for computations. The cluster is formed in such a way that the use of multiple computers, 

multiple storage devices, and redundant interconnections, form what appears to users as a single highly 

available system. As traffic or availability assurance increases, all or some parts of the cluster can be 

increased in size or number. 

Clustering has been available since the 1980s. Sysplex, from IBM, is a cluster approach for a 

mainframe system. Cluster computing can also be used as a relatively low-cost form of parallel 

processing for scientific and other applications that lend themselves to parallel operations. An early and 

well-known example was the Beowulf project in which a number of off-the-shelf PCs were used to form 

a cluster for scientific applications. 

The authors of [25] show the benefits of cluster and grid computing in solving several parallel 

problems. The results of their work prove a considerable amount of speed up in the problem resolution 

time directly proportional to the increasing number of CPUs used. 

 Despite the apparent benefits of cluster computing, of moving from mainframes to commodity 

clusters, it became also apparent that those clusters are quite expensive to operate. 

Next we talk about grid computing, although similar, there are significant differences between cluster 

and grid computing. The biggest difference is that a cluster is homogenous while grids are 

heterogeneous. The computers that are part of a grid can run different operating systems and have 

different hardware whereas the cluster computers all have the same hardware and OS. A grid can make 

use of spare computing power on a desktop computer while the machines in a cluster are dedicated to 

work as a single unit and nothing else. Grids are inherently distributed by its nature over a LAN, 

metropolitan or WAN. On the other hand, the computers in the cluster are normally contained in a single 

location or complex. Finally, another difference lies in the way resources are handled. In case of Cluster, 

the whole system (all nodes) behaves like a single system view and resources are managed by 

centralized resource manager. In case of Grid Computing, every node is autonomous i.e. it has its own 

resource manager and behaves like an independent entity. 

 

2.3.2 Grid Computing  

 

Grid Computing refers therefore to the federation of computer resources from multiple administrative 

domains to reach a common goal. The grid can be thought of as a distributed system with non-

interactive workloads that involve a great number of computer processing cycles or access to large 

amounts of data. 
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Grid Computing requires the use of software that can divide and farm out pieces of a program to as 

many as several thousand computers. A well-known example of grid computing in the public domain is 

the on-going SETI@Home project3 in which thousands of people share the unused processor cycles 

of their PCs in the vast search for signs of rational signals from outer space. 

In recent years, there has been clear evidence that a new class of distributed applications is 

emerging, denoted pervasive management support (PMS) systems. PMS combines sensor networks 

and grid technologies to support the ongoing management of evolving physical systems by providing 

what-if analysis to help people make faster and better real-world decisions. 

Why has the Grid been the technology of choice for PMS systems? An alternative to support heavy 

computational requirements would be to have a dedicated computational facility, however, despite its 

benefits, the Grid offers a potentially more attractive solution. A Grid solution can be cheaper by 

employing pooled resources, it can be more flexible by scaling up the computational power on demand, 

and it can offer the needed redundancy to fulfill the PMS system requirements. 

 In the following paragraphs we mention work where sensor networks and Grid Computing were used 

together. 

FireGrid [26] integrates several technologies, two of which are Grid computing and wireless sensors, 

to create a system that helps predicting and managing fire threats. A typical FireGrid scenario could 

involve ten thousand sensors, each one tasked to monitor the environment and ensure that information 

on the environment is delivered where it is required. Grid Computing is considered vital to the success 

of the project considering the fundamentally distributed, heterogeneous and loosely coupled 

architecture of the FireGrid system. FireGrid requires significant computational power on demand, with 

little advance notice; it need to assimilate data from thousands of sources; and it needs to interactively 

communicate with building management, control systems and human beings, such as firefighters for 

example. 

The work done in [27] addresses a growing problem in the UK, flooding. The authors designed a 

system that combines wireless sensor networks with grids for computationally-intensive flood modeling 

purposes. This system uses the GridStix Platform to achieve a “local grid” allowing the sensors to 

perform local computations, and the GridKit Middleware Platform to interface the wireless sensor 

network with the Grid. 

In [28] it is proposed a system architecture called Spring which extends the grid computing paradigm 

to the sharing of sensor resources in wireless sensor networks. The authors point out that one of the 

major design issue/challenge was the Grid APIs for sensors. Although they believed that the natural 

choice would be to adopt the grid standards and APIs, the OGSA4, due to the limited resources 

available on the sensors such curse of action would be unfeasible. As a result, they chose to use the 

Globus Toolkit 3.25 to implement the Grid Interface layer. 

                                                           
3 http://setiathome.berkeley.edu/ (last time accessed on 26-01-2014) 
4 http://www.globus.org/ogsa/ (last time accessed on 26-01-2014) 
5 http://www.globus.org/toolkit/ (last time accessed on 26-01-2014) 
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The authors of [29] analyze the necessity and key problems of combining WSN and grid computing 

and show a sensor grid architecture based on an embedded wireless gateway. They explain that in 

order to communicate with the Grid, instead of having a web service in each sensor, thus wasting the 

precious resources of the sensor, a wireless gateway was implemented using GSOAP, which could 

connect the WSN and the Grid conveniently. 

The work in [30] proposes a solution to monitor cardiovascular diseases using a personal digital 

assistant (PDA) and applying Grid Computing as technology enabler. Medical staff can access and use 

the application in software as a service (SaaS) basis. 

Although the merging of wireless sensor networks with the Grid seems a natural path to follow, a 

major difficulty in developing applications for such system has been the lack of nonstandard interfaces 

and complex programming models. It seems that what is truly required to support WSN-Grid integration 

is a new mind-set, one that moves away from thinking of grids as large-scale “batch processors” and 

towards  thinking of them as flexible, agile, autonomic computational resources. Such mind-set seems 

to be more closely related to the emerging distributed computing paradigm named Cloud Computing, 

which has been introduced in the previous sections and will be further analysed on section 3.3.4. 

 

2.3.3 High Performance Computing 

 

High-Performance Computing (HPC) integrates systems administration (including network and 

security knowledge) and parallel programming into a multidisciplinary field that combines digital 

electronics, computer architecture, system software, programming languages, algorithms and 

computational techniques. 

Traditionally, High-Performance Computing used supercomputers6 to solve advanced computation 

problems. However, with the changes to computing paradigms, many HPC systems have shifted from 

supercomputing to computing clusters and grids.  

One should also keep in mind that most current applications are not designed for HPC technologies 

but are retrofitted, meaning they are not actually designed or tested for scaling to more powerful 

processors or machines. Since networking clusters and grids use multiple processors and computers, 

these scaling problems can cripple critical systems in future supercomputing systems.  

The article in [31] describes a system for augmented testing of wireless networks that tries to 

overcome the existing problems in systems for testing of tactical hardware in complex battlefield 

scenarios due to the complex network interfaces and sensor fusion algorithms. The system design 

combines dedicated High Performance Computing resources with a scalable, high fidelity network 

emulation and a Computer Generated Forces model to virtually represent the tactical network, force 

movement, interactions and communication loads to systems under test. Though the paper describes 

performance results it does not address any implementation issues they might had to overcome 

                                                           
6 http://top500.org/lists/2011/11 (last time accessed on 26-01-2014) 
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regarding the flow of data between the sensors and the HPC resources, nor the flexibility or scalability 

of the system if sensor network surpasses the maximum expect of ten thousand nodes. 

Hyperspectral remote sensing is concerned with the measurement, analysis and interpretation of the 

electromagnetic spectrum. In [32], the authors present the work they have done to bring the benefits of 

high performance and distributed computing to the hyperspectral imaging community. They have 

implemented several solutions using available techniques for HPC and review the obtained results. The 

work is however limited to hyperspectral techniques applied to HPC and not easily extended to a more 

general-purpose sensing application. 

 

2.3.4 Cloud Computing 

 

Cloud Computing is fundamentally an evolution of distributed systems technologies such as Cluster 

Computing and Grid Computing, relying heavily on the virtualization of resources. 

For sensor networks, the implementation of backend modeling resources can be particularly 

problematic due to the tight-coupling of sensing applications with their environment. For instance, 

consider a flood modeling and warning application that makes use of live sensor data. During standard 

system operation, the timeliness of flood predictions may not be critical, however, when a flood occurs, 

the need for timely flood warnings increases. Using traditional computational technologies, extending 

computational capacity may require the manual allocation of additional resources and may even require 

the refactoring of the modeling application itself. In an elastic system such as the Cloud, it is possible 

to incrementally increase available computational power to meet application demands in a more fine-

grained manner. Also, if changes need to be made to the modeling application, they can be easily 

achieved in the Cloud.  

Next we describe cases where wireless sensor networks were paired up with Cloud Computing. 

The authors of [33] propose a solution to automate vital data collection of patients by using sensors 

attached to existing medical equipment and afterwards delivering it to the Cloud. However the 

architecture suggested in this work has a single point of failure, it depends on The Exchange Service.  

The Exchange Service is responsible for receiving collected data from sensors and dispatching it to the 

storage service hosted on the Cloud. 

The work done in [34] proposes a system for monitoring the parameters of an industrial application 

process, such as temperature, pressure and level. The authors describe how the sensors communicate 

between them and with an Integration Controller which is, by turn, responsible for handling the 

interaction with the Cloud platform. 

SC3 [35] is a health care monitoring system which integrates WSN with the Cloud. In this work the 

authors point out that one of the advantages of using the Cloud is the fact that patient information and 

data can be accessed globally and resources can be shared by a group of hospitals rather than each 

hospital having a separate IT infrastructure. This means that hospitals can achieve a more efficient use 

of their hardware and software investments and increase profitability by improving the utilization of 
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resources to the maximum. However they do not specify what kind of Cloud service they considered 

nor did they detail the architecture of the system. 

The authors in [36] were motivated by the need to integrate and process data from groundbased 

sensors with satellite data. The authors describe how they solved this problem by implementing a 

pipeline system for satellite data reprojection and reduction using Windows Azure (PaaS). The pipeline 

consists of three main independent data-centric tasks. The first task is responsible for data collection. It 

gathers the necessary source files, either from a FTP site or from an Azure Blob Storage if previously 

cached, for the reprojection task; the second task uses the data collected in the previous task for one or 

more reprojection tasks.  Once the reprojection computation is finished, the results are stored in Windows 

Azure Blobs; the third task, the reduction task, is optional and consists in executing an analysis algorithm 

on the results from the previous task, thus generating final data from which conclusions may be asserted. 

Their experiments showed that running a practical large-scale science data processing job in the pipeline 

using 150 moderately-sized Azure virtual machine instances, produced analytical results 90 times faster 

than was possible with a high-end desktop machine. 

J. Melchor and M. Fukuda [37] mentions that the recent popularity of sensor networks and cloud 

computing brought new opportunities of sensor-cloud integration that facilitates users to immediately 

forecast the future status of what they are observing. The authors describe the main challenge to be the 

establishment of elastic data channels from sensors to users. To solve this problem a Connector data 

software toolkit is described, implemented and tested. The tool kit consists of a Connector-API, a 

Connector-GUI, a Web Server and a Sensor Server. The Connector-API is a program-side I/O and 

graphics package that allows cloud jobs to behave as various protocol clients to access remote data. 

The Connector-GUI is a user-side GUI that forwards keyboard/mouse inputs to a user program and also 

receives standard outputs from a remote user program. The Web Server is a web-based GUI that allows 

mobile users to access cloud-based data-analyzing jobs from web browsers (in case their mobile devices 

are not capable of running the Connector GUI). The Sensor Server is a sensor-side data publisher that 

provides two types of channels to allow interaction between sensors and users. One allows data to be 

retrieved from the sensors through the Connector-API, the other allows remote users to manage sensors 

trough the Connector-GUI.   

The work done in [38] proposes a novel framework to integrate the Cloud Computing model with WSN. 

The framework is composed of: a Data Processing Unit, a Pub/Sub Broker, a Request Subscriber, an 

Identity and Access Management Unit, and a Data Repository. The framework works as follows: users 

connect to the Cloud through the Identity and Access Management Unit which gives them access based 

on their user account. Once a user is authenticated he can issue data requests to the Request 

Subscriber, which in turn creates a subscription and forwards it to the Pub/Sub Broker. Once the 

subscription is resolved, the resulting data is made available at the Data Processing Unit. 

Fox et al. [39] exploited the technology to support rapid analysis of genome sequencing and patient 

record problems that typify the high end biomedical computation challenges of today, with focus on Cloud 

Computing. They show examples of data intensive science applications (such as the Smith-Waterman 

Computation) in the area of biology and health using several modern technologies, amongst which are 
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Hadoop and Dryad, which in turn have many services that can be executed in virtual machine based 

clouds such as Azure (Microsoft) and EC2 (Amazon).  

 

2.4 Wireless Sensor Networks and Health Care 

 

Despite traditional health care services being often provided on the clinical environment, nowadays, 

remote health monitoring (telemedicine [40]) is becoming increasingly common due to the 

advancements in short-range and wide area wireless technologies which provide us with mobile, 

wearable and flexible health monitoring systems. 

One important benefit is reducing the costs of disease treatment by increasing health monitoring and 

doctor-patient efficiency. Moreover, constant monitoring will increase early detection of adverse 

conditions and diseases. This ability will be a reality in a near future and it will be enabled by the 

incremental integration of wireless sensor networks, consumer electronics and the Cloud. 

For the remaining of this section we will describe some cases related to the integration of WSN and 

health care systems. 

The work done in [41] describes a series of prototypes for health. All the prototypes addressed in the 

paper use wireless sensors and associated monitoring applications. Furthermore, the authors defend 

that each of the technologies are generic with respect to their sensing, notification, and logging 

functions, and can easily be extended or adapted to support a variety of applications. 

In [42] an architecture for a mobile monitoring system capable of observing the health status of a 

patient on the move is detailed. The system is comprised of sensor nodes, a grid network and a 

middleware to manage and control the sensors.    

While the work in [43] proposes a remote health care monitoring system that uses sensor networks 

and describes the general architecture, they focus on a QoS MAC protocol, MACH, exclusively 

designed for such networks. MACH enables emergency traffic to meet its quality of service (QoS) 

requirements. The authors went to prove that the proposed MAC gives preference to emergency traffic 

which is crucial for medical applications. 

SINDI [44] is a system designed to monitor the health of people while at their home. SINDI has the 

following components: a wireless sensor network for gathering data about the user and his or her 

environment, a Master Processor located at the home of the user for data storing and processing and 

a data server to store and manage the data of several homes. The authors choose to focus on the WSM 

and the Master Processor, whilst leaving the data server component out of the scope of the article. 

The authors of [45] propose an architecture for a personal wireless sensor network for mobile health 

care monitoring. In their work they consider a wireless sensor network comprised of several smart 

sensor nodes and one control node responsible for the communication within the sensor network and 

the communication with a remote database. They suggest that the control node be executed by a PDA 

that will communicate with the remaining nodes through Bluetooth. This work is mainly focused on the 

WSN and their respective control node.   
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In [46] a system for home healthcare via a wireless biomedical sensor network is described. The 

authors describe the hardware implementation of the sensors as well as the implementation of the 

system. Similarly to [45], described in the previous paragraph, the authors defend the use of an 

intermediate actuator between the data gathered by the sensors and its propagation to the internet. In 

[45], such intermediate was the Master Processor; in this case it is described as a home based 

monitoring system. Once the data gathered from the sensors is transmitted to the home based 

monitoring system, it is sent to the appropriate Hospital Health Monitoring Centre, where it is integrated 

with the permanent medical data of the given patient. 

Surely there are many other papers on this subject however most do not provide a flexible and 

scalable architecture.  

The next section demonstrates the growing importance of wireless sensor networks in the near 

future, what is stopping it from moving forward and why the Cloud is the way to get there. 

 

2.5 Cross-Cloud Platform Middlewares 

 

Cross-cloud middleware is a research topic that has emerged from the need to provide transparency 

to cloud users from the heterogeneity of cloud providers. Especially because cloud providers are not 

akin to provide interoperability with other providers, and there is not yet a clear de facto standard in the 

cloud market. 

This issue of cross-cloud platforms has been discussed as well on the field of Mobile Cloud 

Computing [47], due to the need for supporting multiple hardware of different mobile terminals. 

In order to avoid users to care about cross-platform middleware while developing their services, a 

brokering environment was proposed [48] for shielding applications from heterogeneous Cloud 

infrastructures. Another middleware, CLEVER [49], provides interfaces that enable the interaction with 

multiple clouds providers. 

 

2.6 Internet of Things (IoT) 

 

Internet changed the way we communicate. Initially, its use required a terminal computer. Afterwards, 

we could use it through our mobile phones, PDAs, and as time passed by a lot of objects were 

connected to the Internet. As such, an idea came to be about The Internet of Things, which refers to a 

multitude of uniquely identifiable objects (things) that are connected through the Internet, presenting us 

with their own virtual representation [50]. For instance, our fridges might be connected to the Internet 

and present us with information about our current food stock, our clothes might read relevant biomedical 

information and alert us (or someone else) if action need to be taken, our umbrellas might receive 

information from the weather service and glow when it is about to rain so we do not forget to take them. 
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According to GSMA7, a worldwide association of mobile operators and related companies, there are 

9 billion connected devices in the world today. By 2020, there will be 24 billion and over half of them 

will be non-mobile devices such as household appliances, see Figure 8. 

The importance of the IoT paradigm [51] has already been recognized worldwide. Additional 

information on IoT can be found in Annex A. 

 

2.6.1 Machine-to-Machine (M2M) 

 

M2M refers to technologies that empower devices with the ability to communicate with each other 

[52] [53]. M2M uses sensors or meters to capture events which are relayed through a network to an 

application that translates them into meaningful information, such as beginning the shipment of some 

items that got out of stock. 

 

Figure 8 - Infographic about the data of GSMA on connected devices8 

 

With the IoT vision in mind the machine-to-machine communication will have much more value. M2M 

communication has expanded beyond one-to-one communication and changed into a system of 

networks that transmits data to personal appliances [54].  

Since low-cost sensors are becoming more and more common, what is holding the IoT and M2M 

back? On the one hand the lack of what might be called Sensor Commons9. Sensor Commons is future 

a state whereby we have data available to us, in real time, from a multitude of sensors that are relatively 

                                                           
7 http://www.gsma.com (last time accessed on 26-01-2014) 
8 http://www.gsmaconnectedlife.com/media/docs/GSMA_Infographic.pdf (last time accessed on 26-01-2014) 
9 http://ajfisher.me/2011/12/20/towards-a-sensor-commons/ (last time accessed on 26-01-2014) 
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similar in design and method of data acquisition. Notice that in this definition, not only the “lots of data 

available from lots of sensors” part is important, but one must also be aware of the subtle “relatively 

similar in design and method of data acquisition” part. This last statement guarantees that we can 

compare data relatively faithfully across multiple sensors (important for Cooperative Sensing). The 

devices do not need to be all calibrated together, however one should ensure that they are more or less 

recording the same thing with similar levels of precision so that we do not have ridiculous variations 

between sensors if they were put in the same conditions; On the other hand, the lack of proper 

infrastructure and software. 

 We believe that what really matters for these ideas is the software on which they run and the network 

that connects its parts. In order to be able to store, process and display the information gathered by the 

multitude of sensors that build a M2M system, a lot of agile computing power is required. With the 

emergence of Cloud Computing this problem can be much more easily addressed as we will see in the 

next sub-section. 

 

2.6.2 IoT and M2M in the Cloud 

 

The use of Cloud Computing means that data collection, processing, interface and control can be 

separated and distributed to the most appropriate resource and device. Current M2M implementations 

combine the above mentioned aspects into one solution, either chips in sensor bodies or an onsite 

laptop or desktop PC tied within a local network perform the data processing and determine the control 

logic. 

 However, once data moves to the Cloud most current limitations disappear [55]. One of the more 

obvious ones is that data limits go away [56-58]. Storing data in the cloud means that, from a storage 

point of view, data buffers within devices no longer matter. Cloud storage is near limitless and so historic 

data can be saved for as long as it is considered valuable. 

Applications are also not restricted by tiny processors, low-power consumption, and special purpose 

programming languages. Processing in the Cloud brings the best of programming capabilities, such as 

widely popular programming languages and frameworks, flexible data structures, and extensive 

algorithm libraries. 

Not only is there access to super-fast processors [59-61], if there are server or storage bottlenecks, 

these can be quickly addressed by launching on-demand more servers or horizontally scaling storage. 

By using the Cloud and dynamic languages and frameworks, the cost of development goes way down 

and the limitations go away. There is also a huge increase in the speed of product development. 

Lastly, interfaces can move to Web browsers, mobile phones, wallboards, and tablets, eliminating 

the need for having screens as a part of every device. Medical devices no longer have to come with 

their own monitors. Separating the data input from processing from display not only means lower costs 

(less components to the devices) but also easier upgrading of diagnostics and far better visualization 

capabilities. 
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Take for example and MRI or sonogram sent to the Cloud, digitally refined using the latest algorithms 

distributed across multiple machines, and presented on an iPad or an HDTV screen. That is going to 

look a lot better and be more insightful that if displayed on existing monitors, no matter how new the 

device is. 

Separating the components and putting the data in the Cloud allows devices to keep getting smarter 

while not necessarily becoming more complex. 

 

2.6.3 Existing IoT and M2M solutions 

 

Currently there are a number solutions that aim to smoothen the development of innovative M2M 

and IoT applications. Amongst them we find business solutions such as Carriots, Xively and ThingWorx, 

as well as open source projects such as Global Sensor Networks and OpenIoT. 

The existing solutions provide APIs to build a network of connected devices, provide ways to storage 

the data from those devices and also give you the ability to create applications that analyze that data. 

Albeit the existing solutions attempt to reduce the cost of developing applications for interconnected 

devices and some even provide business driven features out of the box, such as ThingWorx feature to 

create dashboards of device’s network, of the mentioned solutions, none of them aim to provide an 

independence between the Cloud Platform on which the IoT application executes.  

When choosing one of the existing solutions for building an IoT application we become tied to the 

chosen solution. The solution we implemented differs from this in that it provides an abstraction layer 

for the platform used to store and manipulate data. This not only reduces the cost to change from one 

Cloud Computing provider to another as it also enables scenarios where more than one Cloud 

Computing provider is used in the IoT application.  

Furthermore, one the key features of the implemented solution and a differentiator from existing 

solutions, is the automatic scaling that allows the solution to scale its resources based on a previously 

defined set of rules. Of course that the existing solutions also allow you to scale your application, 

however it’s not clear what is the level of automation for scaling or if it is completely dependent on 

human intervention.  

 

2.7 Discussion 

 

Most of the research done in the field of wireless sensor networks focused in-network support and 

disregard the backend that has to deal with the immense storing and processing requirements. This 

section shows that although there has been studies involving the integration of WSN with the Cloud as 

opposed to the more traditional approaches such as with Cluster or Grid Computing, transparent 

integration with heterogeneous Cloud computing systems is still a recent topic.  

Wireless sensor networks are becoming increasingly common and we believe they are an important 

part of the future of machine-to-machine communication and the Internet of Things. Nowadays, 

acquiring the required infrastructure and programming the backend to deal with all the requisites of a 
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WSN is a cumbersome task at best. From what we have seen in the previous section, there are many 

ways of implementing the backend for a WSN. It is our belief that the best one is too take advantage of 

the emerging Cloud Computing paradigm. 

The future state described as the Internet of Things will become a reality provided by the proliferation 

of WSN. For that end, perhaps the most important part of WSN, the backend, needs to be seriously 

addressed. In the next section, we detail the architecture for our proposed cloud middleware solution 

that will tackle this issue. 
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3 Architecture 

 

We developed a Cloud Middleware to ease the development of the backend for a WSN system. The 

middleware is intended to be easily scalable taking advantage of the resources provided by the Cloud; 

modular by design so that new functionality can be easily added; flexible enough to be adaptable to 

several Cloud providers. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 9 depicts the overall solution architecture, developed to meet the proposed goals, which was 

named Cloud Sensor Services and implemented using C#. The overall architecture demonstrates how 
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Figure 9 - Overall architecture of the implemented solution 
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sensors communicate with the Cloud Sensor Services and how the services are implemented. In short, 

the Cloud Sensor Services expose a REST endpoint to which sensors connect through an HTTPS 

channel. The operations provided by the Cloud Sensors Services and shown in figure 10, can be split 

into four categories:  

•  Storage Space: provides operations over the storage space used by the sensors. Provides 

operations to create, delete and list the available storage spaces. 

•  Sensor Information: manipulates the sensor information used by the Cloud Sensor Services. 

Provides operations to register or unregister a sensor, list all registered sensors and query if a 

particular sensor is registered.  

•  Sensor Properties: provides operations to download or upload sensor extended properties. A 

sensor can have any number of extended properties, such as battery level, location, etc. 

•  Sensor Data: provides operations to upload or download sensor data, whatever that may be 

(a record of hourly temperatures, traffic information, a video stream from security camera, etc.). 

 

 

Figure 10 - List of implement REST sensor operations 

 

Before going into more detail on the solution’s inner workings we will first explain the reasoning 

behind the available operations. The approach taken to the implementation of Sensor Services 

considered that it was important to have a way to control how many sensors exist in the sensor network, 

upload and download sensor properties (i.e. pairs of key/value data that refer to properties of the sensor 

such as battery level, location, etc.) and lastly to be able to upload and download sensor data (i.e. the 

data that the sensor was designed to monitor such as temperature, pressure, video, etc.). Besides these 

sensor related operations, it was also made available a set of operations to enable manipulation of 

sensor storage space, which is where all sensor related data is stored (i.e. information about registered 

sensors, authentication tokens, sensor properties and sensor data). Each Storage Space is uniquely 

identified by a name/geographical region pair. 
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Annex B lists the metadata for the Sensor Operations. Looking at that metadata we can see that to 

register a sensor we have to provide a name and a group. The idea here was to provide a simple yet 

useful way of structuring a sensor network. Say for instance that we are talking about a sensor network 

to monitor traffic in a city. When creating this network, a possibility would be to split the network into 

zones which would be the sensor groups and to give an identifier to each sensor name. 

In short, the network was designed to operate in the following way: upon registration a sensor will 

receive an authentication token that it has to use for further requests to the Sensor Services (see section 

3.2). To unregister a sensor the authentication is the only required input. It is the only information 

required to identify the sensor. The same is true for uploading sensor properties. To download 

properties or data the authentication token should be present in the headers of the http request. That 

will enable the system to know who is asking for the data. Additionally, information about the data being 

accessed also needs to be provided.   

  

The Sensor Services REST operations are provided by a Cloud Adapter which in turn is composed 

of five major modules. Both the idea of Cloud Adapter and its modules are described in more detail in 

the next sections. 

 

3.1 Cloud Adapter 

 

Figure 11 - Cloud Adapter abstract class and its interfaces 
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The core of the solution is based on the concept of the Cloud Adapter. The Cloud Adapter defines 

the set of operations that are available to the sensors. In order to provide said operations, the Cloud 

Adapter requires the existence of the five major modules shown in figure 9. This basic design supports 

one of the main goals of the solution, which was to make it usable with different Cloud Computing 

providers. The idea is that the CloudAdapter class provides a base implementation of the common logic 

between Cloud Computing providers and the major modules are a set of contracts that expose the logic 

required in order for the adapter to execute the available sensor operations.      

 

This architecture is implemented using the Dependency Injection (DI) Pattern which is a specialized 

version of the Inversion of Control (IoC) Pattern. For this solution, the main advantage of the DI pattern 

is that it allows the decoupling of classes from their dependencies so that these dependencies can be 

replaced or updated with minimal or no changes to the classes' source code. 

Figure 11 shows that the CloudAdapter class implements two interfaces: ICloudAdapterService and 

ICloudSensorService. The ICloudAdapterService provides access to the services that a Cloud Adapter 

requires for executing the methods in the ICloudSensorService interface. In other words while the 

ICloudSensorService interface lists the available operations for the sensors, the ICloudAdapterService 

defines the major modules that the Cloud Adapter requires, at the exception of the Scaling Service, to 

provide those services. Each service will be described in more detail in the next sections. 

 

The ICloudSensorService interface is a Windows Communication Foundation service (WCF). WCF 

is a framework for building service-oriented applications. Using WCF, it’s possible to send data as 

asynchronous messages from one service endpoint to another. A service endpoint can be part of a 

continuously available service hosted by Internet Information Services (IIS), or it can be a service hosted 

in an application. An endpoint can be a client of a service that requests data from a service endpoint. 

Moreover, the ICoudSensorService takes advantage of WCF’s REST support and creates what’s called 

a RESTful WCF service. The reason for this was to eliminate any problems due to lack of platform 

compatibility. Any technology that can communicate over the internet can communicate with a RESTful 

WCF service. 

    

The Cloud Adapter class is an abstract class in order to provide some flexibility when implementing 

specific adapters (see section 3.7). However, all methods of the ICloudSensorService are implemented 

in the Cloud Adapter class using the following pattern: 

1. Validate the request. A request is considered valid if all the required fields for the requested 

operation are present in the request and, when required, if the authentication is valid. 

2. If the request is not valid return an invalid request result; 

3. If the request is valid extract the required information from it and call the services, provided 

by the ICloudAdapterService interface, to execute the required logic to complete the 

request. 
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4. If the execution of the logic raises an error, an error result is returned, otherwise a 

successful result is returned.   

Having this pattern implemented in the Cloud Adapter abstract class makes the core logic used to 

perform all of the available sensor operations common to all Cloud Computing providers. This class is 

then extended when addressing a particular Cloud Computing provider in order to implement the 

specifics for that provider.  

 

3.2 Authentication Service 

 

The authentication service provides a way to verify the identity of the sensor performing the request. 

When a sensor wants to communicate with the services provided by the Cloud Adapter, it first needs to 

register itself. Upon registration, an authentication token is generated and returned to the sensor. 

Further communication with the sensor services needs to have the authentication token present 

amongst the headers of the HTTP request, otherwise the request will fail. A sensor cannot register itself 

more than once, attempts to do so will fail with an appropriate error message. As such, upon a 

successful registration, the sensor client is responsible for keeping the authentication token and use it 

on further requests. 

When a sensor is unregistered its token is also deleted and it will no longer be valid to communicate 

with the sensor services.  

 

 

Figure 12 - Authentication service interface 

 

3.3 Encryption Service 

 

Although Cloud Computing providers comply with a variety of data security ISOs to make sure every 

piece of data is secure in their data centers, depending on the type of data and the Country’s law or 

simply due to the business requirements, it may be necessary to guarantee that the stored data is 

encrypted. The encryption service is responsible for encrypting and decrypting the data uploaded and 

downloaded from the sensor services storage. 
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To enable a more flexible usage of the data that is uploaded and downloaded, a random access 

mode of encryption was required. This enables uploaded data to be appended as well as downloading 

partial segments of the data. To accomplish this goal, the AES-XTS 256 encryption was chosen. 

The XTS (XEX-based tweaked codebook mode with ciphertext stealing) mode of AES, i.e. the AEX-

XTS, was designed to encrypt data stored in hard disks and as such it had to meet the following 

principles: 

1. The data should remain confidential; 

2. Data retrieval and storage should both be fast operations; 

3. The encryption methods should not waste disk space.  

All of the above principles together with random access of the encrypted data are exactly what is 

needed to meet the solution’s security goal while keeping the upload and download as flexible as 

possible. 

 

 

Figure 13 - Encryption service interface 

 

 

3.4 Storage Space Service 

 

The storage space nomenclature used in this solution refers to where the data is stored. It is defined 

by a name and region, where the name is an identifier and the region is the geographic place in the 

world where the data center resides. 

The storage space service is used to manipulate storage spaces (create, delete, get, etc.). The 

creation of a storage space is not an instant operation. The cloud provider needs to provision the 

necessary resources to make the requested storage available. Once the storage space status is 

determined to be ready, it can then be used to manipulate the sensor related information and its data.    
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Figure 14 - Storage space service and storage space interfaces 

 

3.5 Scaling Service 

 

Figure 15 - Scaling service, metric rule and scaling rule interfaces 

 

One of the main advantages of Cloud Computing is its elasticity when it comes to resources, whether 

it is faster CPUs, more memory, more CPU units, more storage space, more IOPS, etc. The scaling 
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service is meant to take advantage of this and to automatically provision more or less resources 

depending on the usage of the sensor services. 

To detail how the scaling service works a number of concepts need to be explained first. Let’s start 

by defining what a metric rule is. A metric rule consists of a set of scaling rules that are evaluated in 

periods of time and that are attached to a performance metric and an operand value. While the 

performance metric represents a hardware resource such as CPU usage or memory usage, the 

operand value represents the scalar value of such metric (i.e.: 55% CPU usage). Finally, a scaling rule 

determines what should happen depending on the operand value of the performance metric. For 

instance, an example of a scaling rule can be: scale up the service by a factor of two if the CPU usage 

is more or equal than 80%.  

 

Given the concepts explained above, the scaling service is configured by setting up a maximum and 

minimum number of instances and a set of metric rules. For example, we can say that the maximum 

number of instances is ten, the minimum number of instances is two and that we want memory usage 

to be monitored every ten minutes. Additionally, we define two scaling rules for this performance metric: 

on the one hand we want the service to be scaled up if the value of the memory usage is over 80%; on 

the other hand we want the service to be scaled down if the memory usage is below 50%. 

It is also worthwhile pointing out that the performance metrics evaluate the average usage of the 

whole number of instances. So, in the previous example, if the current number of instances was three, 

and instance one had 90% memory usage, instance two had 10% memory usage, and instance three 

had 50% memory usage, when the metric rule was evaluated the average would be 50% and none of 

the scaling rules would apply. The service would neither scale up nor scale down. 

 

3.6 Logging Service 

 

 

Figure 16 - Logging service and log entry interfaces 

 

The logging service is a simple logger that records information relative to the execution of sensor 

services. Logging entries can be added in key points in the execution flow of the application to enable 
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debugging of possible problems or simply keep an historic of the actions that the services have been 

executing.  

Since logging has a negative performance impact in the sensor services, which increases with the 

number of logging information that is recorded, and can also increase the costs of the Cloud Computing 

Service, this service has a property that controls whether it is enabled or not.  

 

3.7 Achieving independence from Cloud Computing providers 

 

One of the main goals of the proposed solution is to be extendable to virtually any Cloud Computing 

provider. The proposed solution tries not only to accomplish that but to do it in such a way as to minimize 

the work required. Now that we have an understanding of the building blocks of the architecture, namely 

the Cloud Adapter and its five modules, we will detail the steps required to build an implementation of 

the sensor services for a particular Cloud Computing provider. 

For the sake of simplicity we will use the Azure Adapter implementation as an example. This will 

make naming references simpler. However, keep in mind that, in this section, wherever Azure is 

mentioned, it could be Cloud Computing provider X, it could be Amazon or Google for instance. 

To support multiple Cloud Computing providers we chose to use the Inversion of Control pattern. 

This pattern shifts “who” has control over the creation and lifespan of the objects, which usually is the 

developer by using the keyword “new” (in C#), to what is called an Inversion of Control Container (IoC). 

In simple terms this pattern works in two steps, first you need to add the class/interface to the container 

and afterwards you can ask the container for instances of the class/interface. We chose to only register 

interfaces because we cannot be tied to particular implementations, otherwise it would make it very 

hard, if not even impossible, to support different Cloud Computing providers. 

The idea then becomes to create a set of interfaces that expose all the logic required to provide the 

REST operations that make the sensor services and, whenever possible, to create classes that contain 

common logic as to minimize the effort of implementing adapters. Let’s explore this last sentence a bit 

further by analyzing image 17. 

 

Figure 17 - Implementation of the solution’s core for a specific Cloud Computing Provider 
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 To create a Cloud Adapter we need to implement ICloudSensorService and ICloudAdapterService 

interfaces, which in turn will require more interfaces to be implemented, namely the services that 

constitute the major modules of the solution, and finally each service will require the implementation of 

other interfaces to support its logic. Wherever possible there will be either a single implementation of 

this interfaces or an abstract class, which is what enables the existence of the common logic between 

Cloud Computing providers. 

 

In figure 17, we can see that the ICloudSensorService and ICloudAdapterService are implemented 

by the CloudAdapter abstract class. The CloudAdapter class contains the logic for exposing and calling 

the REST operations. When implementing an adapter for Windows Azure we inherit from this class and 

we only need to implement the FillIoC method. This method is where we tell the IoC container which 

classes should be created when asking for an instance of an interface. So the CloudAdapter abstract 

class maps the common logic classes and the AzureAdapter class maps the ones that are specific to 

Windows Azure. For instance, it’s where we specify that when asking for an instance of the 

ICloudAuthenticationService interface we will get an instance of the AzureAuthenticationService class. 

 

When creating a custom Cloud Adapter, of the five major services only the Scaling service is of 

optional implementation and is not directly tied to the Cloud Adapter. There are two major reasons for 

this: first, this service consists on evaluating a set of rules in recurring time intervals and scaling the 

Sensor Services resources as necessary. This can be resource consuming and tying it to the Adapter’s 

implementation could have negative impacts in the overall performance of the sensor network; second, 

the Cloud Computing provider could already have its own scaling features which could render this 

service obsolete. 

 

The only major module that has lots of common logic already implemented is the Scaling service. 

This is because although the logic to add monitoring for performance metrics and to get its values is 

specific to each Cloud Computing provider, the scaling algorithm can be shared.  

Figure 18 shows a code excerpt of the scaling logic. After adding a set of metric rules (see section 

3.5), each rule will be evaluated in periodic time intervals. When the time comes to evaluate a rule the 

following steps are taken: 

1) Check if the deployment is stable. In case of the Windows Azure adapter, this means making 

sure that we are not already scaling up or down. 

2) Evaluate the rule. When a rule is evaluated, we request Windows Azure for the current value of 

the performance metric and determine if that value meets any of the scaling rules. If not we have 

finished processing this metric rule, otherwise we continue to the next step. For instance, the 

CPU usage is 90% and we have a scaling rule saying that if the CPU usage is more than 80% 

we should scale up the service by one instance. In this example we continue to the next step. 
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3) Finally, we have to either scale up or down the number of instances. However, before we do so, 

we need to check that we are not going to go over the minimum or the maximum number of 

instances that were defined in the Scaling service. 

There’s more common logic in the Scaling service domain, such as how to add a metric rule or even 

how to evaluate a metric rule. However, when it comes to getting the values of the performance metrics 

or giving the command to scale the number of instances, that requires interaction with the Windows 

Azure API, there’s no way around it. 

 

 

Figure 18 - Automatic Scaling logic 
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By continuing to analyze Figure 17, one notices that the remaining four modules apparently do not 

have any common logic. Albeit that is technically correct, the Encryption service implementation is 

based on an AES-XTS implementation (see section 3.3), which can actually be used with different Cloud 

Computing providers. The only reason it’s not is to provide a simpler interface with basically just a set 

of encryption and decryption methods and to not force a particular encryption/decryption scheme. As it 

stands now, each specific Adapter is required to implement its own encryption/decryption logic, but the 

existing AES-XTS library in the Cloud Adapter base assembly can still be used to do so. 

 

Even though we could dissect more interfaces and detail more which logic is common and which is 

adapter dependent, we believe that this is enough to give a somewhat detailed view of the solution’s 

architectural choices and not much more would gained with a deeper dive into the particulars of the 

solution. Furthermore, the next steps will still shine more light into this topic by analyzing specifics of 

the Windows Azure Adapter and Amazon Adapter implementation.  

 

As a last note we would like to point out that the implementation of Cloud Adapters relies heavily on 

the knowledge of the targeted Cloud Computing provider’s API. 
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3.8 Details of the Windows Azure Cloud Adapter Implementation 
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Figure 19 – Bottom-up view of the Windows Azure Cloud Adapter implementation. 
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The Cloud Sensor Services need to be implemented by a specific Cloud Adapter and a set of services 

that make the core of the solution. That has already been explained in previous sections. What can be 

added here is that each adapter may require their own particular set of services to support the 

implementation of the five core services. In Figure 19 we can see that the Azure Adapter has two 

support services, the Azure Hosted Services service and the Azure Async Operations Tracking service, 

both of which are described in section 3.8.6. 

 

Back to the analyses of figure 19, it should be looked at from the bottom up, meaning that the 

interaction with the Cloud Sensor services starts in the bottom layer of the figure. This layer represents 

the common logic of the solution across different Cloud Computing providers. At this point it’s important 

to point out that one of the improvements that can be made to the current implementation is to move as 

much as possible of the solution’s implementation to this first layer, thus minimizing the amount of work 

for creating/maintaining Cloud Adapters. Also, note that since all the logic that goes into this layer must 

be, to some extent, common to any potential Cloud Computing provider, the properties and methods 

exposed by the interfaces and base classes that reside in this layer cannot be tied to a specific Cloud 

Computing provider. 

Afterwards, the second layer represents the implementation of the Windows Azure Cloud Adapter. It 

is where the communication logic between the REST services and Windows Azure is implemented. 

Finally, in order to implement the required five major service modules, there was the need to create 

some support services that are specific to Windows Azure.  

We can look at Figure 19 simply as a two-layered architecture with only the first two layers and that 

would still be correct. However we felt it was important to emphasize the possible third layer. We believe 

that more often than not the implementation of the second layer will require the existence of some 

particular helper services, here described as support services. Moreover, the more advanced the Cloud 

Computing provider is the more powerful its Cloud Adapter implementation can be. This third layer is 

where that power will come from. By creating support services that are specifically targeted to take 

advantage of the Cloud Computing provider’s API, the adapter’s implementation, while still offering the 

same REST services, will end up being powerful (i.e.: faster, securer, etc). Note that this third layer 

should not be exposed to the first layer, the Cloud Sensor Services layer, because they do not or may 

not have their counterparts in other Cloud Computing providers.  

 Next we take a look at the inner workings of each service of the second layer, the Azure Adapter 

layer.  

 

3.8.1 Windows Azure Storage Service 

 

The Azure Storage Space service provides methods to interact with data stored in Windows Azure. 

In Windows Azure, a storage account gives applications access to Windows Azure Storage services 

located in a geographic region. Windows Azure offers multiple data management services to manage 
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data in the cloud such as blob storage to store unstructured binary and text data, queues to store 

messages that a client can access and tables to store non-relational structured data. 

Figure 20 shows the main interfaces/classes responsible for storage manipulation. On the one hand 

the AzureStorageSpaceService class provides manipulation over Azure Storage Accounts, on the other 

hand the AzureStorageSpace class provides manipulation over the Azure Storage data itself, of which 

Tables and Blobs were used. Tables were mainly used for the Authentication and Logging services, 

while Blobs were used to store sensor data. Authentication and Logging are analyzed in sections 3.8.2 

and 3.8.5, so the rest of this section will focus on how Blobs are used to store sensor data. 

 

Figure 20 - Main interfaces/classes for storage manipulation 

 

The Blob service in Windows Azure contains the following components: 

• Storage Account: all access to Windows Azure Storage is done through a storage account. 

This is the highest level of the namespace for accessing blobs. An account can contain an 

unlimited number of containers, as long as their total size is under 100TB. 

• Container: A container provides a grouping of a set of blobs. All blobs must be in a container. 

An account can contain an unlimited number of containers. A container can store an 

unlimited number of blobs. 

• Blob: A file of any type and size. There are two types of blobs that can be stored in Windows 

Azure Storage: block and page blobs. Most files are block blobs. A single block blob can be 
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up to 200GB in size. Page blobs, another blob type, can be up to 1TB in size, and are more 

efficient when ranges of bytes in a file are modified frequently. 

Block blobs allow the upload of large blobs efficiently. Block blobs are comprised of blocks, each of 

which is identified by a block ID. Each block can have a different size, up to a maximum of 4 MB. The 

maximum size for a block blob is 200 GB, and a block blob can include no more than 50,000 blocks. 

Page blobs are a collection of 512-byte pages optimized for random read and write operations. To 

create a page blob, the maximum size the page blob will grow has to be specified upon initialization. 

Having studied the Azure storage we decided that Block blobs were best suited for storing sensor 

data. 200GB or 50,000 blocks are more than enough for a single data file. More importantly, the fact 

that Block blobs consist of building a file by aggregating a set of blocks works very well for the AES-

XTS encryption where the block ID can be considered the disk’s sector number and the block’s 

maximum size of 4MB can be considered the sector size; also, Block blobs allow data to be appended 

to a blob without having to rebuilt the entire file, only by rebuilding the last block which is negligible. 

 

The design choice when implementing how data would be stored in Windows Azure followed two 

main rules:  

• In each Storage Space there cannot be sensors with the same name/group pair.  

• Properties and data of each sensor cannot be changed by other sensors. Meaning that each 

sensor is responsible for uploading its own properties and data but those properties and data 

can be accessed (not changed) by other sensors.  

For the Windows Azure Adapter this results in the following property: each sensor can be uniquely 

identified by the Storage Space in which it is registered and its name and group. 

Moreover, the above conditions have another important implication. Since Cloud Computing is an 

inherently distributed computing system, one must be aware of the challenges that come with it. Of 

particular interest for the point at hand is data access. In Azure, while concurrent reads do not offer a 

problem, trying to do simultaneous writes to the same file might. A possible way to deal with this issue 

in Azure would be to use its Lease system which enables the ownership of a resource for a period of 

time. Any change requests to the resource that do not have lease permissions will fail. Albeit the 

advantages of the lease system, it was not used in the Azure Cloud Adapter implementation. Even 

though it would provide a better mechanism to deal with concurrent write requests, since data can only 

be changed by the owner sensor, this issue is greatly reduced. 

Part of the reasoning for taking the above design choices was to have data stored in such a way as 

to avoid filename collisions and still provide some structural organization. Sensor data files stored in a 

Storage Space have the following organization: SensorGroup\SensorName\Filename, where filename 

can be a composite path, not just a file name, thus allowing for further organization at the sensor level.     

 

To finish the detailing on the Azure storage implementation we have to talk about how sensor 

properties are stored. Sensor properties can be added in the sensor register request and they can be 
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manipulated afterwards (add new ones or change existing ones). Note that the sensor group and sensor 

name are treated as sensor properties. The main difference from all other properties is that these 

properties are always present. While battery level may exist on sensor A and not on sensor B, sensor 

group and sensor name exist for all sensors. 

Sensor properties are stored in Windows Azure Tables. Windows Azure Tables offer NoSQL 

capabilities for applications that require storage of large amounts of unstructured data. Table entities 

represent the units of data stored in a table and are similar to rows in a typical relational database table. 

Each entity defines a collection of properties. Each property is key/value pair defined by its name, value, 

and the value's data type. Entities must define the following three system properties as part of the 

property collection:  

• PartitionKey: the PartitionKey property stores string values that identify the partition that an 

entity belongs to. 

• RowKey: the RowKey property stores string values that uniquely identify entities within each 

partition. 

• Timestamp: the Timestamp property provides traceability for an entity. A timestamp is a 

DateTime value that tells you the last time the entity was modified. 

Finally, the primary key for any database table defines the columns that uniquely define each row. 

The same is true with Windows Azure tables. The primary key for a Windows Azure table are the 

PartitionKey and RowKey properties which form a single clustered index within the table. 

 

The choice of PartitionKey and RowKey have a great impact in the performance of the system and 

should be chosen taken into consideration the main purpose of the table. For the sensor properties we 

have chosen to store the sensor group as the PartitionKey, the sensor name as the RowKey and 

additional columns for each property name/property value pair.  

And what’s fastest way of querying? Specifying both PartitionKey and RowKey. By doing this, table 

storage will immediately know which partition to query and can simply do an ID lookup on RowKey 

within that partition. For our Azure implementation of sensor properties this would mean specifying a 

sensor name and group to get a list of properties or, additionally specify a property name to get just its 

value. This the main purpose of the properties table.  

Less fast but still fast enough is querying by specifying PartitionKey: table storage will know which 

partition to query. For the properties table this would mean something like trying to get sensors 

properties for the sensors that belong to group Y. 

Less fast is querying on only RowKey. Doing this will give table storage no pointer on which partition 

to search in, resulting in a query that possibly spans multiple partitions, possibly multiple storage nodes 

as well. Within a partition, searching on RowKey is still pretty fast as it’s a unique index. For properties 

table this would mean getting sensors properties for sensors with name X. 

Slow is searching on other properties because it spans multiple partitions and properties. For the 

properties table this would be like trying to figure out which sensors have battery level of X. 
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3.8.2 Windows Azure Authentication Service 

 

As explained in section 4.2, the authentication service provides a way to verify the identity of the 

sensor performing the request. The process is simple: upon registration, the sensor receives an 

authentication token that should be used in subsequent requests or it will receive a Not Authorized 

response from the REST services. 

The authentication token is simply a GUID. However, when registering, the service will return what 

can be called as a formatted version of the authentication that consists in the concatenation of the 

sensor’s name, group and the authentication token GUID.  

For instance, SG=UnitedKingdom&SN=Sensor01&AT=1a158794-1402-4ca9-9f8a-83d5696e9360 is 

an authentication token generated for a sensor whose group is UnitedKingdom, whose name is 

Sensor01 and whose authentication token is 1a158794-1402-4ca9-9f8a-83d5696e9360.  

The information about the registered sensor tokens is kept in an Azure Table.  

 

The authentication table used by the Azure Authentication Service stores the sensor’s group in the 

PartitionKey, the sensor’s name in the RowKey and uses one more property, called 

AuthenticationToken, where the sensor’s authentication token is stored.  

So what’s fastest way of querying? Specifying both PartitionKey and RowKey. By doing this, table 

storage will immediately know which partition to query and can simply do an ID lookup on RowKey 

within that partition. For our Azure Authentication service this would mean specifying a sensor name 

and group to get its authentication token, which is the main purpose of the authentication table. What 

we design it for is to get an authentication token of sensor X that belongs to group Y and very it matches 

the authentication passed in the REST request. 

Less fast but still fast enough is querying by specifying PartitionKey: table storage will know which 

partition to query. For our Azure Authentication service this would mean something like trying to get all 

the sensors that belong to group Y. 

Less fast is querying on only RowKey. Doing this will give table storage no pointer on which partition 

to search in, resulting in a query that possibly spans multiple partitions, possibly multiple storage nodes 

as well. Within a partition, searching on RowKey is still pretty fast as it’s a unique index. For our Azure 

Authentication service this would mean getting all the sensors with name X. 

Slow is searching on other properties because it spans multiple partitions and properties. For our 

Azure Authentication service this would be trying to figure out the name or the group to which a given 

authentication token belongs to. 

 

3.8.3 Windows Azure Encryption Service 

 

The Azure Encryption service does not have any specific Azure detail except for the maximum size 

of the sector used to encrypt the data in the XTS algorithm. In section 3.3 we briefly explained that XTS 
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is an encryption algorithm designed for storage devices. We did not detail how the encryption works as 

it would lead us into a mathematical domain that is outside the scope of this thesis. Suffice to say that 

it uses sector numbers and sector sizes paired with a secret key to perform its encryption logic. The 

only thing that is used from Windows Azure is information to set the sector size. The sector size was 

chosen to be the maximum size for an Azure Cloud Block Blob, which is 4MB (see section 3.8.1).  

What is also of important notice is when data is encrypted and decrypted. Since the communication 

with the Sensor Services is done using HTTPS the data is secure when travelling from the sensors to 

the Sensor Services. Upon reaching the Sensor Services, if uploading, the data is encrypted before 

sending it to the Cloud Computing provider’s storage; if downloading, the data is decrypted before 

returning it to the HTTPS channel. 

 

3.8.4 Windows Azure Scaling Service 

 

The Scaling service is implemented on top of Windows Azure Diagnostics. Windows Azure 

Diagnostics enables the collection of diagnostic data from instances running in Windows Azure. 

Diagnostic data can be used for debugging and troubleshooting, measuring performance, monitoring 

resource usage, traffic analysis and capacity planning, and auditing. 

The core of the Scaling service is actually common to all Cloud Computing providers and is detailed 

in section 3.5. The Azure implementation works by having a separate instance from the Sensor Services 

that is responsible for monitoring all the instances of the Sensor Services and determine whether scaling 

is required based in the performance metric rules added. There is no need to further analyze the Azure 

implementation of the Scaling service since most of it would only bring us into technical details of the 

interfaces implementation and not into any kind of architectural decisions.  

 

3.8.5 Windows Azure Logging Service 

 

The Logging service also uses Windows Azure Tables. At first the log information was designed to 

be stored using a random name for the table, such as log, the date as the PartitionKey, in the form of 

yearMonthDay, the ticks of the date time as the RowKey and other properties such as the Azure Role 

Instance ID, the level of importance of log entry, the log message, etc. 

While the choice of the PartitionKey and RowKey are extremely important, independent of this choice 

there is a more fundamental design problem. In order to delete or archive old log records, the entities 

must first be retrieved from the table with a GET operation and then deleted with a further DELETE 

operation. The solution for this problem was to extend the key for the entity to include the table name, 

creating, for instance, a different log table for each day. 

The final solution became: 

• Table Name: in the format tableNameYearMonthDay, for instance: Log20131224; 

• PartitionKey: role instance ID, for instance: Worker 1; 
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• RowKey: date timestamp, for instance: 0634014817200000000; 

• Severity: log entry severity, for instance: critical; 

• LogInfo: log entry information message, for instance: an error occurred trying to write to 

storage; 

• Extendend Properties: a set of key/value pair can be added to a log entry to personalize 

further its information. For instance: Stacktrace key where the value is the stacktrace 

information itself.  

This now enables simple deletion or archiving of old log records by a single delete table operation 

for each day; as there is an explicit link between the day and the table name.  

 

3.8.6 Windows Azure Specific Services 

 

To support the implementation of the major modules two support services were implemented. This 

Azure specific services are the Azure Hosted Services service and the Azure Async Operations 

Tracking service. 

The Hosted Services service includes operations for managing the hosted services beneath a 

Windows Azure subscription. It is used for instance by the Scaling service to control the number of 

instances. 

The Windows Azure Service Management API includes a number of operations that are processed 

asynchronously. An asynchronous operation may take an unspecified amount of time to complete. After 

an asynchronous operation is called, the management service must be polled to determine the status 

of the operation – whether it is complete, has failed, or is still in progress. The Azure Adapter uses this, 

for example, in the Scaling service to know the status of the deployment. Before the Scaling service 

evaluates a performance metric rule, it will check if the deployment is already being scaled, if it is it will 

not process the rule at that time.   

 

3.9 Details of the Amazon Cloud Adapter Implementation 

 

Unfortunately, a full adapter for the Amazon Cloud Computing services was not implemented. The 

main reason was time. It would have been time consuming to implement a full version of the Cloud 

Adapter for Amazon, as it would require a deeper learning curve to learn the Amazon’s API than it was 

with Azure’s API since we had already some knowledge about it. 

However, to prove the extensibility of the architectural concepts of the Cloud Adapter, two of the core 

operations of the Sensor Services were implemented: upload and download of sensor data. These 

operations were injected into the Azure Adapters implementation and by specifying the Cloud 

Computing provider in the download or upload requests the adapter will either use the storage 

implementation for Azure or for Amazon. 
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It is not only a small subset of what the Amazon Adapter should be as it is a very basic implementation 

of the subset. For instance, while the Azure upload operation supports creating, overwriting or 

appending, the amazon does not support appending.  
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4 Testing applications and environment 

 

The purpose of this section is to describe how the implemented solution was tested to check if it met 

the proposed goals. Functional tests were conducted to demonstrate that the solution behaves as 

described in the previous section, load tests were conducted to gather benchmark data and an 

upload/download test comparison was also done to compare the implemented solution using different 

Cloud providers as well as using the API of each of the selected providers. 

In the following sections we describe the applications and tools used for testing as well as the 

obtained results. 

 

4.1 Testing Applications 

 

To test the solution some client libraries were also developed to help create clients for the Sensor 

Services. Since the Sensor Services are exposed as REST operations and anything specific to a Cloud 

Computing provider is abstracted by the first layer of the solution, these client libraries are the same for 

any Cloud Computing Adapter. 

The client libraries were used to create both a Windows Phone application and a website. The 

Windows Phone application demonstrates the solution working by using the mobile phone as a sensor. 

The website exposes all the available Sensor Services and is used as a means to provide performance 

and load testing over the implemented solution. 

 

4.1.1 Client Libraries 

 

The client libraries are implemented for Microsoft’s .NET Framework. The base of the client library is 

a Portable Class Library. The Portable Class Library supports cross-platform development of .NET 

Framework application. The Portable Class Library supports a subset of assemblies from the .NET 

Framework, Silverlight, .NET for Windows Store apps, Windows Phone, and Xbox 360, which results 

in assemblies that run without modification on these platforms.  

Initially, we intended to implement only one version of the client library by using a single Portable 

Class Library assembly. Unfortunately after an initial implementation, the library was having 

performance problems in the Windows Phone application. So the library was refactored leaving as much 

logic as possible in the Portable Class Library while the rest moved to the targeted system library as 

show in Figure 21. 

 

  The ICloudSensorProxy interface and the CloudSensorProxy class belong to the Portable Class 

Library. For Windows 7, Windows 8 and Xbox 360 the CloudSensorProxyNet class can be used to 

communicate with the Sensor Services. Windows Phone applications can use the 

CloudSensorProxyWP class. Also, the library supplies an asynchronous version for all methods build 
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on the new async/await keyword in C# 5.0 which allows the user interface to remain responsive while 

the methods are being executed. 

 

 

Figure 21 - Client Libraries Architecture 

 

4.1.2 Sensor application 

 

Figure 22 - Windows Phone Client Application 

 

The mobile phone Nokia Lumia 920 was used to simulate a real sensor. The Lumia brand from Nokia 

comes with the Windows Phone OS. 
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The application created runs on Windows Phone version 8 and enables interaction with all of the 

services provided by the implemented solution. By using this application we show that the Sensor 

Services can successfully be used to create and manage a sensor network as well as the data provided 

by the sensors. Annex C describes the application in more detail.  

 

4.1.3 Website 

 

Just like the Windows Phone application, the website also provides access to all of the available 

Sensor Services. While the Windows Phone application simulated a real world sensor, the website was 

created with a different purpose all together. Its main goal was to provide support for the web 

performance tests and load tests described in section 4.4.3 and 4.4.4.  

In order to be able to do load testing, the website would need to either use a data repository or it 

would have to generate the required input data when necessary. For instance, when load testing the 

data upload operation one of the request parameters is an authentication token. At this point we could 

either use a repository which gives valid authentication tokens (or always the same one), or we can ask 

the Sensor Services to give us one. We have chosen the later. Essentially, for this example, what it 

means is that the test for uploading sensor data calls the register sensor operation first (with a random 

set of parameters for the sensor’s name and group) and then uses the authentication code from the 

response to execute the upload sensor data operation. 

 

 

Figure 23 - ASP.NET MVC Website 
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Furthermore, all of the parameters that are required for the operations to be executed automatically 

are either randomly generated, such as the sensor’s name and group when registering a sensor, or are 

of a static nature, such as a pre-defined set of properties when uploading sensor properties. See annex 

D for more information. 

 

4.2 Testing environment 

 

The tests executed on the implemented solution can be split into two main categories: functionality 

tests and performance and load tests. 

The functional testing was executed using the Windows Phone application on a Nokia Lumia 920. It 

guaranteed that the system did what it was designed to do.  

The performance and load tests were executed using a set of different tools such as the Team 

Foundation Service, the website from section 4.1.3 and a console application designed to benchmark 

the upload and download tests using the implemented solution with different Cloud Computing providers 

against the API of each of the providers. 

In the next sections each of the tests and their environment are described in more detail.  

 

4.2.1 Windows Phone application tests 

 

The functional tests executed with the Windows Phone application aimed to test the correctness of 

each of the REST operations offered by the Sensor Services. In other words, it aimed to test if the 

application was able to call the Sensor Services, and that the requests produce the expected result. As 

such, in this set of tests, no benchmark data was collected (i.e.: operation execution time, CPU usage, 

memory usage, etc.) 

The features on Windows Phone application, as detailed in Annex C, enabled each REST operation 

to be executed and the results are discussed in section 4.3.1. Furthermore, the network conditions in 

which these tests were conducted were measured by a network speed application and are shown in 

Figure 24.  

  

Figure 24 - Network condition in which the windows phone client application was tested 
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4.2.2 Team Foundation Service 

 

Team Foundation Service (TFS) offers a cloud-based ALM (Application Lifecycle Management) 

solution that handles everything from version control and code reviews to agile planning and automated 

builds, tests and deployments. We used TFS to take advantage of its testing abilities, which allowed us 

to run load tests using Windows Azure. 

Through this service, we can load our tests onto the cloud to take advantage of its power. Behind 

this service is a pool of test agents that is used to run our tests. The tests’ configurations are detailed 

in section 4.2.4. 

 

 

Figure 25 - TFS Cloud based testing 

 

4.2.3 Web Performance tests 

 

The performed load tests were based on Web Performance Tests which are UI tests created using 

the UI recorder that comes with Visual Studio. In short, when creating Web performance test in Visual 

Studio, the integrated Web Performance Test Recorder is activated and starts Internet Explorer. The 

recorder is used to record the actions that are performed while browsing a Web site. As one moves 

through the site, recorded requests are added to the Web performance test. Once the test is completed 

the recorder is stopped and Visual Studio can run the test automatically by repeating all the recorded 

requests.  

Web performance tests allow us to collect benchmark results, such as execution time. They will be 

the basis for the load tests described in section 4.3.4.  

Annex E demonstrates the auto generated code for the register sensor web performance test. 
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4.2.4 Load Tests 

 

Load tests were created for testing download web performance, which covers the register sensor, 

upload sensor data and download sensor data.  

The constant load tests simulated users load, on a number between 1 and 1000 users using a 

constant load pattern, which is used to run the same user load during the execution time of the load 

test, using a warm up duration of 1 minute and a running time of 30 minutes. Warm up time is typically 

used to avoid factoring the initial startup related performance spikes of an application in the overall load 

test data.  The data collected during that warm-up time is not included in the end result.  These load 

tests were executed with the automatic scaling feature disabled.  

The step load test simulated a gradual increase of users starting with 1 user and increasing the user 

load by 50 after each 15 minutes until a maximum of 151 users, lasting one hour and with a 1 minute 

warm up. This was aimed to test the automatic scaling feature. 

The load test results are shown in section 5.2. 

 

Both the Sensor Services and the Website were deployed in a Medium sized Windows Azure Virtual 

Machine running Windows Server 2012. Table 3 shows the available types of Virtual Machines and 

their configurations. 

 

Virtual 

Machine 

Size 

CPU Cores Memory OS disk 

space – 

cloud 

services 

OS disk 

space – 

virtual 

machines 

Max. data 

disks 

 (1 TB 

each) 

Max. IOPS 

(500 per 

disk) 

Extra small Shared 768 MB 19 GB 20 GB 1 1 x 500 

Small 1 1.75 GB 224 GB 70 GB 2 2 x 500 

Medium 2 3.5 GB 489 GB 135 GB 4 4 x 500 

Large 4 7 GB 999 GB 285 GB 8 8 x 500 

Extra 

Large 

8 14 GB 2,039 GB 605 GB 16 16 x 500 

A5 2 14 GB   4 4 x 500 

A6 4 28 GB 999 GB 285 GB 8 8 x 500 

A7 8 56 GB 2,039 GB 605 GB 16 16 x 500 

Table 3 - Available sizes and options for a virtual machine running in Windows Azure 
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4.2.5 Encryption tests 

 

These tests were designed for security analysis, namely encryption provided by the implemented 

solution to determine if the data uploaded by the sensor is indeed stored in an encrypted manner in the 

cloud. The tests consisted of:  

1) Use the website described in section 4.1.3 to upload a small image as sensor data; 

2) Use the Windows Phone application to download the uploaded data; 

3) Use the Azure Storage Explorer application, which provides an UI for browsing the data in a 

Windows Azure Storage Account, and download the same data file. 

4) Verify that the data obtained in step 2 is decrypted while the data obtained in step 3 is encrypted. 

5) Download only half of the data file 

6) Verify that the downloaded half of the image is displayed. 

The encryption test results are shown in section 5.3. 

 

4.2.6 Upload Download tests 

 

The final round of tests consisted in benchmarking the implemented solution against the APIs of the 

Cloud Provider. A test application was developed that allowed to perform any number of sequential 

upload and download requests of a 5 KB file to the implemented solution using either Azure or Amazon 

as the storage provider. It also allowed the same upload and download functionality to be executed 

using each of the Cloud Providers API instead of calling the Sensor Services.   

The upload/download test results are shown in section 5.4. 
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5 Testing results 

 

In the next sections we will analyze the functional and load test results in order to determine whether 

or not the intended goals were achieved as well as the performance of the overall system. The detailed 

data for the test results of the load tests and the upload/download tests can be found in Annex F and 

G. 

 

5.1 Functional tests results 

 

The functional tests goal was to prove that the implemented solution was behaving as intended, 

meaning it was working as described in section 3. We mainly intended to show that sensor data files 

should be created in the chosen Cloud Computing provider, they should be encrypted and information 

should be registered in the authentication and sensors tables. Also we chose to do this using the Nokia 

Lumia 920 to show the client library for Windows Phone at work. No benchmark results were collected. 

 

Registering a sensor with and without adding sensor properties produced the expected result by 

adding the sensor information to the appropriate tables and returning the authentication token. Figure 

26 show the data of each table exported to an excel file. 

 

Figure 26 - Data from registering a sensor. Properties table on the top and authentication table 
on the bottom 

 

Uploading and downloading sensor data to Amazon and Azure produced the expected results as 

shown by figures 27, 28, 29, and 30.  

Figure 27 and 28 show the application screens for uploading and downloading data having Windows 

Azure selected as the Cloud Provider. The same results were also obtained using Amazon instead of 

Windows Azure.  

Figure 29 and 30 show that the files were physically created in the cloud provider’s storage. 

Pertaining Windows Azure, by looking at Figure 29, we can see that the storage space name is 

“cloudsensors”, the sensor’s group name is “windowsphonedemo” and that the filenames are separated 

by a forward slash, indicating the sensor name as a folder, followed by the name of the sensor data; as 
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for Amazon, figure 30 shows a data file named “nl92-hphones.jpg” and its location is indicated in blue 

bellow the Upload button. From the location we can conclude that the storage space name is 

“eduwsnamazontest”, the sensor’s group name is “windowsphonedemo” and the sensor name is 

“sensor97d0d72b5c984c83a97b73afea7e9746”. This shows that the files were created obeying the 

rules as described in the architecture of the solution. 

 

In conclusion, these tests were largely successful. All of the features produced the expected result 

and seldom failed. The cases were the tests failed were due to communication timeouts which is to be 

expected considered the network conditions as measured by the tool in Figure 24. 

 

 

Figure 27 - Uploading data to Windows Azure from the Windows Phone Application. The first 
screen shows the upload settings, the middle screen shows the selected files to upload and the 
final screen shows the upload log 

 

 

Figure 28 - Downloading data to Windows Azure from the Windows Phone Application. The 
first screen shows the download settings, the middle screen shows the downloaded data and 
the final screen shows the download log 
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Figure 29 - Azure Storage Explorer application showing the files created in Windows Azure 

 

 

Figure 30 - Amazon Storage management portal showing the file created in Amazon 

  

5.2 Load tests results 

 

The main goal of the load tests was to gather performance metrics for the developed solution. The 

data gathered with and without the automatic scaling enabled will be presented afterwards. 

 

Without automatic scaling and running a constant load of users we obtained the results shown at 

tables 4, 5 and 6.  

Table 4 shows the average CPU usage for different user loads. We can see that CPU usage gets to 

a high value with just a few number of users continuously performing register, upload and download 

requests. In terms of CPU usage, there is almost no difference between having 5 users or 500. In terms 

of utilizing the available resources the system is doing a good job. Having a low CPU usage could 

indicate a deadlock in the system and thus lead to an underutilization of the cloud resources. Also, we 

cannot forget that all data is encrypted before being stored and decrypted before being downloaded, 

which also contributes to the CPU usage. Even so, one could argue that the CPU usage should not be 

so high for the presented number of users, however we should also have in mind that these tests were 

performed on a medium size instance so increasing the instance size would result in more resources 

and ultimately in better results for the same number of users. Furthermore, having a high CPU usage 

is not bad, since what is more important for the implemented solution is its throughput. Throughput 

benchmarks are analyzed with the results shown in Table 6.   
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Table 5 shows the available memory for different user loads. The available memory does not vary 

significantly. The difference from 1 user to 500 is approximately 13.44% (2,493.40 – 2,158.25 = 335.15 

MB). These tests helped to determine that the implemented solution is not memory intensive. However 

an improved memory test would consist of gathering data over a long period of time to determine if 

there are any memory leaks that could compromise the system. 

Table 6 shows the performance results under different loads. Keeping in mind that each test consists 

of three operations (register sensor, upload data, download data), we believe that these results show 

that the system can handle a high number of users at the cost of response time. Obviously, the more 

load the system has the more time it takes to respond. Also, we can see that at 1000 users lots of 

requests start to fail due to timeouts. This is where the automatic scaling is useful. Not only reduces the 

possibility for timeouts as it keeps the system’s performance from degrading while the number of users 

increases.   

 

CPU Usage 

Number of 

Users 

Minimum (%) Maximum (%) Average (%) Standard 

Deviation (%) 

Number of 

Samples 

1 16.18 18.49 17.39 0.56 93 

5 64.51 84.37 75.52 3.29 93 

10 75.73 95.04 92.68 3.25 93 

100 78.63 92.68 88.08 1.58 93 

500 82.02 89.63 87.22 1.31 93 

1000 83.57 89.71 86.52 1.22 93 

Table 4- CPU usage of one medium Azure instance under different constant loads (without 
automatic scaling) 

 
 

Available Memory 

Number of 

Users 

Minimum (MB) Maximum 

(MB) 

Average (MB) Standard 

Deviation 

(MB) 

Number of 

Samples 

1 2,472 2,514 2,493.40 10.55 93 

5 2,364 2,482 2,455.50 19.93 93 

10 2,224 2,346 2,305.67 17.98 93 

100 2,104 2,437 2,276.74 61.81 93 

500 2,030 2,212 2,158.25 41.81 93 

1000 2,088 2,343 2,243.96 65.47 93 

Table 5 - Memory usage of one medium Azure instance under different constant loads (without 
automatic scaling) 
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Tests 

Users Number 

of tests 

Number of 

successful 

tests 

 

Number 

of failed 

tests 

Minimum 

test time 

(seconds) 

Maximum 

test time 

(seconds) 

Average 

test time 

(seconds) 

Standard 

deviation 

test time 

(seconds) 

Average 

tests per 

second 

(seconds) 

1 1,451 1,451 

(100%) 

0 (0%) 1.09 2.33 1.24 0.08 0.81 

5 6,537 6,537 

(100%) 

0 (0%) 1.10 4.60 1.37 0.19 3.63 

10 8,136 8,136 

(100%) 

0 (0%) 1.33 5.56 2.21 0.27 4.52 

100 7,549 7,549 

(100%) 

0 (0%) 16.20 32.70 23.80 1.85 4.19 

500 7,291 7,291 

(100%) 

0 (0%) 41.20 157.00 121.00 12.90 4.05 

1000 7,223 4,155 

(57.52%) 

3,068 

(42.48%) 

21.0 300.00 235.00 63.20 3.38 

Table 6 - Performance results under different loads (without automatic scaling) 

 

Automatic scaling was tested using a step load test which gradually increased the number of users 

simultaneously accessing the solution. The solution was supposed to increase the number of instances 

by a factor of 1 if the CPU usage was above 75% and reduce the number of instances by a factor of 2 

if the CPU usage was below 40%. Also the number of instances could not go over five and below 1. 

The results are shown in tables 7 and 8 and in figure 31. 

 

Table 7 and the corresponding data graph presented in figure 31 show that the automatic scaling 

module worked as intended. During the step load test, whenever the CPU usage was above 75% the 

number of instances increased and when the load test ended and the CPU usage started to go down 

we can see that the number of instances is scaled down. We can also see that the solution behaved as 

expected and even though the CPU usage was 79.97%, the number of instances did not scale up 

because the 5 instance limit had been reached. 

This test kept increasing the number of users from time to time which kept the CPU usage high even 

with the automatic scaling enabled. This was expected due to the results shown in table 4. The system 

will have a high CPU usage with a low number of simultaneous users. However, the automatic scaling 

ensures that performance of the system is not degraded greatly by the user load. Experimental results 

that support this claim are shown in table 8. 
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Time (hh:mm) CPU Usage (%) Number of Instances 

0:00 0.13 1 

0:05 0.23 1 

0:10 0.24 1 

0:15 3.94 1 

0:20 18.74 1 

0:25 19.58 1 

0:30 19.82 1 

0:35 83.86 1 

0:40 63.65 2 

0:45 78.52 2 

0:50 68.11 3 

0:55 80.55 3 

1:00 74.32 4 

1:05 78.53 4 

1:10 73.17 5 

1:15 79.97 5 

1:20 1.55 3 

1:25 0.21 1 

Table 7 - Automatic scaling results for CPU usage : number of instances variation with cpu 
usage 

 

 

0.1

1

10

100

00:00 00:14 00:28 00:43 00:57 01:12 01:26 01:40

% CPU Usage

Number of Instances

Figure 31- Automatic scaling results chart: number of instances variation with CPU usage 
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Table 8 shows the performance results for the step load test intended to show the performance of 

the system with the automatic scaling enabled. The results show that the automatic scaling does indeed 

reduce the degradation of the system’s performance while the user load increases. We can see that 

the average time is 10.4 seconds, approximately one third of the time it takes when automatic scaling 

was disabled (see table 6). Taking the standard deviation into consideration we can see that most of 

the test results were between 4.27 seconds to 16.53 seconds, which is to be expected since the load 

varied from 1 user to 151 users. So we can see that even with 151 the average of the test times would 

not go above 16.53 seconds which is still approximately half of the time compared to the system without 

automatic scaling and only 100 users (see table 6).  

Also, the maximum test time was 54.1 seconds, which can be explained by how the scaling is done 

with Windows Azure. When a scaling order is given, all instances are affected, so for a very short 

interval of time the system is busy processing the scaling information which results in a high response 

time as well as in some test failing due to no response. 

Finally we can see that the throughput of the system greatly increases with automatic scaling by 

analyzing the average number of tests completed per second and the total number of successful tests. 

We can see that with automatic scaling, the step load test ran during one hour and successfully 

completed 26,191 tests at an average rate of 7.32 tests per second. If we compare with the results of 

table 4, we can extrapolate that if the constant load test for 100 users lasted one hour the total number 

of tests would be the double which is 12,786 at a rate of 3.55 tests per second. 

In conclusion, the automatic scaling not only helps reduce the system’s response time, but also it 

increases its throughput.   

 

Step Load Test 

Minimum Users 1 

Maximum Users 151 

Number of Tests 26,377 

Number of successful tests 26,191 (99.3%) 

Number of failed tests 186 (0.7%) 

Minimum test time (seconds) 1.02 

Maximum test time (seconds) 54.1 

Average test time (seconds) 10.4 

Standard deviation test time (seconds) 6.13 

Average tests per second (seconds) 7.32 

Test Duration (minutes) 60 

Table 8- Performance results under different loads (with automatic scaling) 
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5.3 Encryption test results 

 

The results in figure 32 prove that the data stored in the cloud provider’s storage is indeed encrypted. 

On the one hand, the section B shows the image clearly because the data was accessed through the 

implemented solution which decrypts the data before sending it back; on the other hand, the section C 

shows that the image cannot be displayed if downloaded directly from the cloud provider’s storage. This 

means that if someone were to gain access to the cloud provider’s storage they would still have to 

decrypt the data to make any use of it. 

Besides guaranteeing data protection, the other main goals of our encryption method were to provide 

random access, meaning that we do not have to decrypt the full data file to access only a part of it, and 

for the encrypted data not to take extra space (see section 3.3). These goals were also reached as the 

data encrypted took exactly the same disk space as the plain data (5447 bytes) and, as shown in section 

D of figure 32, we were able to get the first half of the image decrypted without having to download the 

full data file. Although not shown here, this encryption test was also performed with video files of 10MB 

and 33MB and we obtained similar results.  

 

 

Figure 32 - Encryption test results. In A it is shown the file uploaded in step one. In B it is 
shown the file downloaded in step two. In C is shown the file downloaded in step three. In D is 
shown the file downloaded in step four 
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5.4 Upload and Download test results 

 

The upload and download tests compared the implemented solution with two Cloud Computing 

providers, Azure (Azure Cloud Services) and Amazon (Amazon Cloud Services), against the API of 

each of the providers. These tests used the developed Client Library for Windows. The results are 

shown in tables 9 and 10 and figures 33 and 34. 

Table 9 and the corresponding figure 33 as well as table 10 and the corresponding figure 34 show 

the comparison for the upload and download times.  

 

Upload Time Azure Cloud 

Services 

Azure API Amazon Cloud 

Services 

Amazon API 

Number of 

Samples 

100 100 100 100 

Minimum (ms) 366.33 41.38 502.96 295.14 

Maximum (ms) 941.47  163.38 3,912.32 745.59 

Average (ms) 430.41  47.02 729.86 346.90 

Standard  

Deviation (ms) 

77.85 14.38 366.36 61.35 

Table 9 - Upload time comparison for a 5 KB file 

 

 

Figure 33 - Upload time comparison for a 5 KB file 
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Download Time Azure Cloud 

Services 

Azure API Amazon Cloud 

Services 

Amazon API 

Number of 

Samples 

100 100 100 100 

Minimum (ms) 231.98 37.65 368.80 54.60 

Maximum (ms) 693.53 97.49 962.99 204.52 

Average (ms) 284.79 41.55 464.77 60.82 

Standard  

Deviation (ms) 

71.99 8.49 105.30 14.94 

Table 10 - Download time comparison for a 5 KB file 

 

 

Figure 34 - Download time comparison for a 5 KB file 

 

The results show that the implemented solution introduces significant overhead when compared to 

their equivalent Cloud provider API. There are many reasons for this: the first overhead occurs because 
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then the service sends the data to the Cloud provider’s storage. This introduces one extra step when 

compared to the API tests which send the data directly to the Cloud provider’s storage; the second 

overhead is due to the encryption/decryption that is performed to the data going in and out of the 

solution. The API tests do not encrypt or decrypt data; the third overhead is due to the implementation 
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Comparing the implemented solution between different Cloud providers we can see that the Azure 

implementation produced better results than its Amazon counterpart. Analyzing the solution we believe 

that this mainly due to two reasons. First, the Azure implementation received more extensive work than 

the Amazon one, which led to a better tuning of the Azure Adapter versus the Amazon Adapter. The 

second reason is that only the storage part of the Amazon Adapter was implemented. This means that 

the service was always hosted in Azure and the data was sent to either Azure or Amazon storage. So 

in the first case we have lower latency because the storage is closer to the service.    
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6 Conclusion and future work 

 

The main goal of this work was to develop a solution that would ease the development of the backend 

for Wireless Sensor Networks Systems. The proposed solution should be able to automatic scale itself, 

should be accessible by any platform, should guarantee that data is stored securely in the Cloud, should 

be easily extendable and should be agnostic to the Cloud Computing provider. We believe the 

implemented solution proved to be a success in all points as demonstrated by the test results. 

 

This work showed that the Cloud Computing paradigm is not only a viable solution for the backend 

of sensor networks as it probably is an overall best fit for such systems. The implemented solution 

showed that we can take advantage of the resource elasticity to guarantee the system throughput and 

response time when the system load increases. It also enables cost reduction by scaling down the 

resources when the system does not need them. 

 

It is important to note that the testing environment was chosen to simulate as much as possible real 

load scenarios. This was possible due to the use of TFS online, which provided the resources to 

simulate loads as if it were real sensors accessing the service.  

 

Although we were satisfied with the work done and believe that the implemented solution eases the 

development of the backend for WSN, there are points that can be improved: 

• Even though we showed that the system is not tied to any particular Cloud Computing 

provider, we only corroborated such fact by implementing the storage module of the adapter 

for Amazon. To better backup this claim a full implementation of the Amazon Adapter would 

be more valuable. 

• Regarding the Windows Azure Adapter implementation, some improvements could be 

achieved by developing some Azure specific modules which take advantages of features 

that Azure provides such as Traffic Manager and Affinity Groups. While the first would help 

route client requests to the service which would respond faster, the second would help 

reduce the overhead of the communication bettween the service and the storage. 

• Pertaining the automatic scaling module, it only acepts reactive rules. Meaning rules that 

respond to metrics. Passive rules are also of value. A passive rule would be a rule that takes 

effect in a certain time of the day. For instance, if we know that on Mondays between 

10h:00m and 14h:00m the system load increases greatly than a rule could be set up to 

increase the instance number at 9h:50m. This would improve the system performance 

because we could automatically scale up from 1 to 10 instances and be ready for the load at 

10h:00m instead of having a reactive rule that would scale up the number of instances when 

the CPU usage goes over 70%, and thus might have to perform several scaling before 

providing a satisfatory number of instances. 
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• Since sensor networks can be data intensive. We could improve the system performance by 

using some kind of data compressing protocol as Protocol Buffers for example. Protocol 

Buffers are Google's language-neutral, platform-neutral, extensible mechanism for 

serializing structured data. They are like XML, but smaller, faster, and simpler. Since there 

are already some free implementations of this protocol for .Net that can be integrated with 

RESTful WCF services, this would be a perfect fit for the implemented solution. 

• Furthermore, to validate even further the implemented solution, it should be tested using a 

large number of real time sensors and interacting simultaneously with the services of more 

than one Cloud Computing provider. 
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Annexes 

 

Annex A – IoT recognition and relevance 

 

1 Internet of Things (IoT) worldwide recognition 

 

The U.S. National Intelligence Council lists the IoT among the six technologies that may impact U.S. 

national power by 2025; the European Commission is financing several research projects on the subject 

within the VII Framework Programme; and in Asia increasing research efforts are being devoted to the 

definition of technologies for the IoT. China announced in January 2010 that they are promoting the 

Internet of Things by naming Wuxi City the National Innovation Demonstration Zone of IoT. 

 

2 Top 10 Connected applications by 2020 (IoT) 

 

According to GSMA, the top ten connected applications by 2020 will be: 

 

Connected Car - Today the automotive sector is dominated by after-market devices such as satellite 

navigation o stolen vehicle recovery devices. Between now and 2020, however, the focus will shift as 

the number of vehicles with built-in platforms grows. By 2020, Machina Research10 anticipates that 

90% of new passenger cars sold will have some form of vehicle platform, up from less than 10% today. 

 

Clinical Remote Monitoring - The healthcare of today is a massive government and private 

expense that can benefit hugely from remote monitoring. 

 

Security Remote Monitoring - Wide-area connected security systems can be a more effective 

deterrent, by providing a higher quality solution, and also cheaper, through more efficient resource 

allocation.  

 

Assisted Living - Assisted living solutions are predominantly aimed at enabling the continuing 

independence of old and infirm people. This includes a range of applications from the more consumer 

electronics style Vitality Glow-Caps medicine dispensers and people tracking devices, through to 

comprehensive living solutions. 

 

Pay-As-You-Drive Car Insurance - Following the Automobile Association of the UK pay-as-you-

drive insurance policy that charges users according to driving behavior, GSMA predicts a rapid take-off 

in pay-as-you-drive car insurance in the next 10 years.    

 

                                                           
10 http://www.machinaresearch.com/ (last time accessed on 26-01-2014) 
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New Business Models for Car Usage - The addition of connectivity in road vehicles brings added 

value to a number of sectors and facilitates a range of new business models. For instance, the car-hire 

business will benefit significantly from having its vehicles connected, for example, by facilitating tracking 

and remote access. 

 

Smart Meters - Between 2011 and 2020 Machina Research expects the number of smart meters 

deployed globally to increase from 130 million to 1.5 billion. The direct benefits include remote meter 

reading and a reduction in “non-technical losses”, i.e. fraud and theft. 

 

Traffic Management - In order to ensure that cities can cope with the increasingly higher number of 

cars, government is turning to connected traffic management solutions. This includes road signs, 

congestion charging schemes and road tolling aimed at improving the efficiency of traffic flow. 

 

Electric Vehicle Charging - The charging of electric vehicles will typically be a “connected” activity. 

Drivers wanting to make use of public charging points will need to locate, book and pay for their 

charging, all of which requires connectivity. 

 

Building Automation - There are huge energy savings to be made from automating a number of 

business and domestic appliances to ensure optimum use of energy. Also, let us not forget the increase 

in quality of life that can be delivered by these systems. 
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Annex B – Sensor Operations Metadata 

 

This annex shows the metadata for some of the REST operations. A complete list can be found at 

https://wsnportal.cloudapp.net/SensorServices.svc/REST/help (last time accessed on 02-12-2013). 

 

B1 Register Sensor 

 

Url: 

https://eduardowsncloudservice.cloudapp.net/SensorServices.svc/REST/Sensors/Information/Registe

r (last time accessed on 02-12-2013). 

 

 

HTTP Method:  POST 

The following is an example request Xml body:  

<RegisterSensorRequest xmlns="http://schemas.cloudsensor.net/services"> 

  <StorageSpaceInformation> 

    <Name>String content</Name> 

    <Region>String content</Region> 

  </StorageSpaceInformation> 

  <SensorProperties> 

    <Name>String content</Name> 

    <Group>String content</Group> 

    <ExtendedProperties> 

      <CloudSensorExtendedProperty xmlns=""> 

        <Name xmlns="http://schemas.cloudsensor.net/services">String content</Name> 

        <Value xmlns="http://schemas.cloudsensor.net/services">String content</Value> 

      </CloudSensorExtendedProperty> 

      <CloudSensorExtendedProperty xmlns=""> 

        <Name xmlns="http://schemas.cloudsensor.net/services">String content</Name> 

        <Value xmlns="http://schemas.cloudsensor.net/services">String content</Value> 

      </CloudSensorExtendedProperty> 

    </ExtendedProperties> 

  </SensorProperties> 

</RegisterSensorRequest> 
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The following is an example request Json body:  

{ 

 "StorageSpaceInformation":{ 

  "Name":"String content", 

  "Region":"String content" 

 }, 

 "SensorProperties":{ 

  "Name":"String content", 

  "Group":"String content", 

  "ExtendedProperties":[{ 

   "Name":"String content", 

   "Value":"String content" 

  }] 

 } 

} 

The following is an example response Xml body:  

<RegisterSensorResult xmlns="http://schemas.cloudsensor.net/services"> 

  <OperationId>String content</OperationId> 

  <OperationResult>Unknown</OperationResult> 

  <OperationMessage>String content</OperationMessage> 

  <RoleId>String content</RoleId> 

  <AuthenticationToken>String content</AuthenticationToken> 

</RegisterSensorResult> 

The following is an example response Json body:  

{ 

 "OperationId":"String content", 

 "OperationResult":0, 

 "OperationMessage":"String content", 

 "RoleId":"String content", 

 "AuthenticationToken":"String content" 

} 
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B2 Download Sensor Properties 

 

Url: 

https://eduardowsncloudservice.cloudapp.net/SensorServices.svc/REST/Sensors/Properties/Downloa

d (last time accessed on 02-12-2013). 

 

 

HTTP Method:  POST 

 

The following is an example request Xml body:  

 

<DownloadSensorPropertiesRequest xmlns="http://schemas.cloudsensor.net/services"> 

  <StorageSpaceInformation> 

    <Name>String content</Name> 

    <Region>String content</Region> 

  </StorageSpaceInformation> 

  <SensorProperties> 

    <Name>String content</Name> 

    <Group>String content</Group> 

    <ExtendedProperties> 

      <CloudSensorExtendedProperty xmlns=""> 

        <Name xmlns="http://schemas.cloudsensor.net/services">String content</Name> 

        <Value xmlns="http://schemas.cloudsensor.net/services">String content</Value> 

      </CloudSensorExtendedProperty> 

      <CloudSensorExtendedProperty xmlns=""> 

        <Name xmlns="http://schemas.cloudsensor.net/services">String content</Name> 

        <Value xmlns="http://schemas.cloudsensor.net/services">String content</Value> 

      </CloudSensorExtendedProperty> 

    </ExtendedProperties> 

  </SensorProperties> 

</DownloadSensorPropertiesRequest> 

 

The following is an example request Json body:  

 

{ 

 "StorageSpaceInformation":{ 

  "Name":"String content", 

  "Region":"String content" 
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 }, 

 "SensorProperties":{ 

  "Name":"String content", 

  "Group":"String content", 

  "ExtendedProperties":[{ 

   "Name":"String content", 

   "Value":"String content" 

  }] 

 } 

} 

 

The following is an example response Xml body:  

 

<DownloadSensorPropertiesResult xmlns="http://schemas.cloudsensor.net/services"> 

  <OperationId>String content</OperationId> 

  <OperationResult>Unknown</OperationResult> 

  <OperationMessage>String content</OperationMessage> 

  <RoleId>String content</RoleId> 

  <SensorProperties> 

    <Name>String content</Name> 

    <Group>String content</Group> 

    <ExtendedProperties> 

      <CloudSensorExtendedProperty xmlns=""> 

        <Name xmlns="http://schemas.cloudsensor.net/services">String content</Name> 

        <Value xmlns="http://schemas.cloudsensor.net/services">String content</Value> 

      </CloudSensorExtendedProperty> 

      <CloudSensorExtendedProperty xmlns=""> 

        <Name xmlns="http://schemas.cloudsensor.net/services">String content</Name> 

        <Value xmlns="http://schemas.cloudsensor.net/services">String content</Value> 

      </CloudSensorExtendedProperty> 

    </ExtendedProperties> 

  </SensorProperties> 

</DownloadSensorPropertiesResult> 

 

The following is an example response Json body:  

 

{ 
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 "OperationId":"String content", 

 "OperationResult":0, 

 "OperationMessage":"String content", 

 "RoleId":"String content", 

 "SensorProperties":{ 

  "Name":"String content", 

  "Group":"String content", 

  "ExtendedProperties":[{ 

   "Name":"String content", 

   "Value":"String content" 

  }] 

 } 

} 

 

B3 Upload Sensor Properties 

 

Url: 

https://eduardowsncloudservice.cloudapp.net/SensorServices.svc/REST/Sensors/Properties/Upload 

(last time accessed on 02-12-2013). 

 

HTTP Method:  POST 

 

The following is an example request Xml body:  

 

<UploadSensorPropertiesRequest xmlns="http://schemas.cloudsensor.net/services"> 

  <StorageSpaceInformation> 

    <Name>String content</Name> 

    <Region>String content</Region> 

  </StorageSpaceInformation> 

  <SensorProperties> 

    <Name>String content</Name> 

    <Group>String content</Group> 

    <ExtendedProperties> 

      <CloudSensorExtendedProperty xmlns=""> 

        <Name xmlns="http://schemas.cloudsensor.net/services">String content</Name> 

        <Value xmlns="http://schemas.cloudsensor.net/services">String content</Value> 

      </CloudSensorExtendedProperty> 

      <CloudSensorExtendedProperty xmlns=""> 
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        <Name xmlns="http://schemas.cloudsensor.net/services">String content</Name> 

        <Value xmlns="http://schemas.cloudsensor.net/services">String content</Value> 

      </CloudSensorExtendedProperty> 

    </ExtendedProperties> 

  </SensorProperties> 

</UploadSensorPropertiesRequest> 

 

The following is an example request Json body:  

 

{ 

 "StorageSpaceInformation":{ 

  "Name":"String content", 

  "Region":"String content" 

 }, 

 "SensorProperties":{ 

  "Name":"String content", 

  "Group":"String content", 

  "ExtendedProperties":[{ 

   "Name":"String content", 

   "Value":"String content" 

  }] 

 } 

} 

 

The following is an example response Xml body:  

 

<UploadSensorPropertiesResult xmlns="http://schemas.cloudsensor.net/services"> 

  <OperationId>String content</OperationId> 

  <OperationResult>Unknown</OperationResult> 

  <OperationMessage>String content</OperationMessage> 

  <RoleId>String content</RoleId> 

</UploadSensorPropertiesResult> 

 

The following is an example response Json body:  

 

{ 

 "OperationId":"String content", 



 

80 

 

 "OperationResult":0, 

 "OperationMessage":"String content", 

 "RoleId":"String content" 

} 

 

 

B4 Upload Sensor Data 

 

Url: 

https://eduardowsncloudservice.cloudapp.net/SensorServices.svc/REST/Sensors/Data/Upload/{STO

RAGEREGION}/{STORAGENAME}/{SENSORDATANAME}?mode={MODE}&provider={PROVIDER} 

(last time accessed on 02-12-2013). 

 

 

HTTP Method:  POST 

 

Message direction Format Body 

Request Unknown The Request body is a byte stream.

Response N/A The Response body is empty. 

 

B5 Download Sensor Data 

 

Url: 

https://eduardowsncloudservice.cloudapp.net/SensorServices.svc/REST/Sensors/Data/Download/{

STORAGEREGION}/{STORAGENAME}/{SENSORGROUP}/{SENSORNAME}/{SENSORDATANA

ME}?provider={PROVIDER} 

 

HTTP Method:  POST, HEAD 

 

Message direction Format Body 

Request N/A The Request body is empty. 

Response Unknown The Response body is a byte stream. 
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Annex C – Windows Phone Client Application 

 

This annex gives an overall description of the Sensor Services client application developed for 

Windows Phone 8. The application enables communication with all of the Sensor Services REST 

operations and simulates a real world sensor interacting with the implemented solution. 

 

The first thing the user has to do is to configure the settings by indicating the address of the sensor 

services URI and information about which storage space will all the sensor related data be stored.  

 

Figure 35 - Windows Phone Client Application settings 

 

Once that is done, all of the application’s features are ready to use. They are described in more detail 

in the following sections. 

 

C1 Windows Phone Application: Sensor Information 

 

The available features are register a sensor (top left), unregister a sensor (top right), check if a sensor 

is registered (bottom left) and list registered sensors (bottom right). 
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Figure 36 - Windows Phone Client Sensor Information operations 

 

The “register sensor” feature allows one or more sensors to be registered simultaneous. When 

registering one sensor the user must choose a group as well as the sensor name. When registering 

multiple sensors, the user can only choose the group; all of the sensor names are randomly generated. 

Furthermore, the user can add sensor properties to the registration request. 

The “unregister sensor" feature allows one or more sensors to be unregistered simultaneously. To 

unregister a single sensor the authentication token has to be inputted. The “unregister multiple sensors” 

operation can be done by previously registering multiple sensors and then ticking the “Unregister last 

registered” checkbox. 

The “is sensor registered feature” allows the user to check if one or more sensors are registered. To 

check if one senor is registered the user has to input the sensor’s group, name and an authentication 

token. If the “are last sensors registered“ option is checked, the application will execute the “is 

registered” request to each of the sensors that were registered by the last time the register sensor 

feature was used. 

The “list registered” sensors feature allows the user to get a list of all the registered sensors. To 

perform the operation the user only has to input an authentication token. If the operation completes 

successfully, the registered sensors are displayed in a two column grid with the sensor group on the 

left and the corresponding name on the right. 

 

C2 Windows Phone Application: Sensor Properties 

 

The available features are upload sensor properties (top) and download sensor properties (bottom). 
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Figure 37 - Windows Phone Client Sensor Properties operations 

 
The “upload sensor properties” feature allows the user to add or update properties of a registered 

sensor. The user can upload properties to a single sensor by filling in the sensor’s group, name and 

authentication token; or he can choose to upload to multiple sensor by using the “Upload to last 

registered” option, which will upload the chosen properties to the last registered sensors by the “register 

sensor” feature. 

The “download sensor properties” feature allows the user to retrieve the properties of a registered 

sensor. The user can retrieve the properties of a single sensor by filling in the sensor’s group, name 

and an authentication token; or he can choose to retrieve the properties of multiple sensor by using the 

“Download from last registered sensor” option, which will download properties from the last registered 

sensors by the “register sensor” feature. If the operation completes successfully, the properties are 

displayed in a two column grid with the property name on the left and the corresponding value on the 

right. 

 

C3 Windows Phone Application: Sensor Data 

 

The available features are upload sensor data (top row), download sensor data (middle row on the 

left), check if a sensor data file exists (middle row on the right), delete sensor data (bottom row on the 

left) and get the size of a sensor data file (bottom row on the right). 
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Figure 38 - Windows Phone Client Sensor Data operations 

 

The “upload sensor data” feature allows the user to upload data to a single sensor by filling in the 

cloud provider, the sensor’s group, name and authentication token; or to upload to multiple sensor by 

using the “Upload to last registered” option, which will upload the chosen data to the last registered 

sensors by the “register sensor” feature. The sensor data provided by this application are photos. Once 

the user has selected one or more photos the upload option becomes available. 

The “download sensor data feature” allows the user to download the data of a registered sensor. The 

user can download a single data file by filling in the cloud provider, the name of the sensor’s data, the 

sensor’s group and name, and an authentication token; or he can choose to download multiple data 

files by using the “Download from last uploaded” option, which will download the data that was last 

uploaded by the “upload sensor data” feature. If the operation completes successfully, the data files (in 

this case photos) are displayed in the data screen. 

The “delete sensor” data feature allows the user to delete the data of a registered sensor. The user 

can delete a single data file by filling in the sensors’ authentication token and data file name; or he can 

choose to delete multiple data files by using the “Delete last uploaded” option, which will delete the data 

that was last uploaded by the upload sensor data feature. 

The “exists sensor data” feature allows the user to check if a sensor data file exists. The user can 

check for a single data file by filling in the sensor data name, the sensor ‘s group and name and an 

authentication token; or he can choose to check the existence of multiple data files by using the “exists 

last uploaded” option, which will check the existence of the data that was last uploaded by the “upload 

sensor data” feature. 

The “get sensor data” size feature allows the user to check the size of an uploaded sensor data file. 

The user can check for the size of a single data file by filling in the sensor data name, the sensor ‘s 

group and name and an authentication token; or he can choose to get the size of multiple data files by 

using the “Get data size(s) from last uploaded” option, which will get the size of the data that was last 

uploaded by the “upload sensor data” feature. 
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C4 Windows Phone Application: Storage Spaces 

 

The available features are create storage space (top), delete storage space (bottom left) and list 

storage spaces (bottom right). 

 

Figure 39 - Windows Phone Client Storage Space operations 

 

The “create storage space” feature allows one or more storage spaces to be created simultaneous. 

When creating a single storage space the user must choose the storage space region, name and an 

authentication. When creating multiple storage spaces, the user can not specify the storage space 

name, they are randomly generated. 

The “list storage spaces” feature allows the user to get a list of existing storage spaces. The user can 

choose to list the available storage spaces in a particular region or to list all storage spaces. To perform 

the operation the user has to input an authentication token. If the operation completes successfully, the 

available storage spaces are displayed in a two column grid with the storage space region on the left 

and the corresponding name on the right. 

The delete storage space feature allows the user to delete an existing storage space The user can 

delete a single storage space by filling in the storage space region and name and an authentication 

token; or he can choose to delete multiple storage spaces by using the “Delete last created” option, 

which will delete the last storage spaces created by the “create storage space” feature. 
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Annex D – Website 

 

The website enables communication with all of the Sensor Services REST operations and served as 

a basis for the load tests. 

The site groups each of the 4 categories of sensor operations in a menu displayed at the top. Each 

of the categories provides access to the respective set of Sensor operations. The menu has a fifth 

option for the settings. 

All of the operations can be executed without filling in any of the available input boxes. If no data is 

present in the input boxes the website will execute the requested operation with a random set of input 

parameters. For example, if the user wishes to register a sensor he should provide the sensor name 

and group. In the absence of this information the website will execute the request by generating a 

random sensor name and group. 

 

 

Figure 40 - Client website for the implemented solution 

 

That said, the set of Sensor Service operations that are performed by trying to automatically execute 

each of the available features of the website are: 

1) Register Sensor : just calls the register sensor. 

2) Unregister Sensor : calls the register sensor and then calls the unregister sensor. 

3) List Registered Sensors : calls the register sensor and then the list sensors. 

4) Is Sensor Registered : calls the register sensor followed by the is sensor registered.  

5) Upload Sensor Properties : calls the register sensor followed by the upload sensor properties. 

6) Download Sensor Properties : calls the register sensor, then the upload sensor properties and 

then the download sensor properties. 
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7) Upload Sensor Data : calls the register sensor followed by the upload sensor data. 

8) Download Sensor Data : calls the register sensor, then the upload sensor data and finally the 

download sensor data. 

9) Delete Sensor Data : calls the register sensor, then the upload sensor data and then the delete 

sensor data. 

10) Exists Sensor Data : calls the register sensor, then the upload sensor data and then the exists 

sensor data. 

11)  Get Sensor Data Size : calls the register sensor, then the upload sensor data and then does a 

head request to the download sensor data. 

12) Create Storage Space : calls the register sensor and the create storage space. 

13) List Storage Space : calls the register sensor and then the list storage space. 

14)  Delete Storage Space : calls the register sensor and then the delete storage space. 
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Annex E – Web performance tests 

 

Web performance tests were used to benchmark the performance of the implemented solution. 

Figure F1 demonstrates the auto generated code for the register sensor web performance test. To 

check if the web performance tests are successful a text is displayed in the page. If the word “Success” 

is displayed then it means the operation executed successfully, otherwise it failed. We can see the test 

of figure F1 searching for the word “Success” in order to validate the test in lines 53 to 57. 

 

 

 

 

 

 

 

 

 

Figure 41 - Auto-generated code for the register sensor web performance test 
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Annex F – Constant load test results details  

 
This annex details the average CPU usage and available memory data gathered for the Azure 

instance used during the constant load tests with a user load of 1, 5, 10, 100, 500 and 1000 users. The 
test lasted 30 minutes and data was sampled at 20 seconds interval producing a total of 93 samples.   

 

1 User 5 Users 10 Users 

CPU Memory CPU Memory CPU Memory 

16.28353 2487 68.29908 2452 75.72682 2312 

17.12982 2490 70.33797 2460 78.1621 2311 

18.30828 2504 74.11547 2460 77.51058 2307 

17.42758 2496 72.36659 2452 91.14608 2309 

17.15167 2496 68.44363 2456 95.02906 2309 

16.61276 2502 73.10442 2455 94.14555 2304 

18.21714 2495 67.78995 2460 94.13494 2304 

16.61693 2498 67.28819 2453 81.02284 2302 

17.13232 2502 74.51347 2460 94.53125 2302 

16.86215 2498 72.93945 2458 91.71535 2282 

16.87142 2502 76.40853 2462 94.12858 2311 

16.96002 2501 69.99283 2450 91.3847 2309 

17.75105 2504 73.94245 2435 89.87215 2309 

16.42661 2501 75.3918 2461 92.41375 2304 

17.4451 2493 75.88679 2457 92.03334 2311 

16.96629 2505 78.64796 2457 93.86863 2265 

17.11098 2501 74.34144 2454 93.47509 2311 

17.07948 2502 76.08543 2442 92.14844 2307 

17.81243 2502 77.77667 2462 93.12577 2307 

17.4947 2501 77.10517 2450 92.71244 2274 

17.62373 2501 77.84698 2456 91.85696 2282 

16.27462 2497 72.86793 2462 92.45992 2246 

18.03449 2501 78.4247 2461 93.01649 2315 

17.01814 2505 78.17237 2464 94.40419 2313 

17.55304 2501 78.35764 2464 92.64634 2300 

17.70815 2505 76.68586 2459 92.45184 2315 

16.79721 2488 75.04042 2459 92.2128 2314 

16.77809 2508 74.39047 2454 92.07739 2314 

17.554 2496 64.50844 2458 93.43963 2281 

16.6862 2496 71.91462 2457 92.99749 2308 

17.79625 2502 78.19898 2456 93.43237 2296 

16.56867 2506 76.98008 2453 93.51633 2314 

16.92049 2507 74.70457 2449 93.7233 2311 

17.38985 2499 84.3688 2364 93.90154 2310 

16.58954 2506 81.79382 2396 92.69379 2292 

17.09529 2505 76.49085 2396 92.07414 2308 
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17.27413 2501 73.70187 2399 91.72247 2308 

17.67495 2504 74.89651 2400 94.02345 2301 

17.39132 2514 75.74295 2397 93.93679 2308 

17.53151 2501 77.05681 2443 93.99444 2272 

17.97621 2509 75.59405 2451 93.69994 2285 

17.12476 2504 76.67944 2447 93.00871 2304 

17.15854 2508 77.26397 2453 93.00892 2314 

18.48522 2496 77.49482 2454 93.16202 2313 

17.93396 2495 75.44419 2450 93.32348 2313 

17.14849 2498 74.57106 2446 93.32179 2313 

16.88789 2494 75.41883 2450 93.23576 2309 

17.07274 2503 75.78066 2442 91.91365 2311 

17.67506 2509 76.24915 2442 93.75975 2311 

17.43684 2489 77.78325 2437 93.86007 2307 

17.23539 2505 78.43343 2445 93.55434 2310 

16.176 2496 76.36829 2439 93.28165 2309 

16.77447 2508 74.80837 2452 94.56613 2291 

17.17557 2504 74.61219 2456 94.50144 2294 

17.58645 2499 70.95732 2448 92.91095 2310 

17.36525 2498 74.92141 2475 91.78963 2309 

18.33578 2509 74.24652 2472 93.08133 2307 

17.73685 2486 76.78173 2468 94.2846 2304 

17.60406 2484 78.12048 2472 92.97523 2309 

16.64062 2482 78.05676 2477 94.36265 2312 

16.45642 2482 77.80387 2457 94.21782 2312 

17.5829 2476 71.51603 2465 92.3718 2291 

17.56963 2483 72.73852 2461 93.72632 2299 

18.30458 2479 76.49384 2477 93.34872 2310 

16.59943 2477 76.93212 2456 93.43604 2310 

17.25366 2482 78.36844 2476 92.92437 2302 

17.76149 2481 78.61265 2477 93.44533 2302 

17.27436 2484 76.59563 2456 93.7501 2312 

16.60971 2484 76.99299 2472 94.2446 2311 

17.7073 2479 79.05839 2468 93.46738 2311 

16.78085 2479 75.84906 2478 93.35036 2309 

18.29294 2486 76.02146 2461 93.71077 2309 

17.89818 2486 76.6046 2449 93.85085 2309 

18.17926 2483 76.89293 2468 93.3258 2265 

17.47706 2472 65.60191 2465 94.55863 2308 

17.85997 2482 75.77342 2468 93.57484 2308 

18.11513 2474 76.77403 2479 95.03992 2310 

18.1827 2484 78.15613 2466 93.79066 2295 

17.82333 2480 78.18052 2477 94.39919 2281 
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16.95341 2476 76.97922 2458 93.8233 2309 

17.70635 2479 76.05406 2473 93.33165 2313 

17.84921 2478 78.86251 2479 92.34746 2313 

18.04046 2482 77.21814 2455 94.16601 2345 

18.22905 2482 78.56755 2470 92.77705 2224 

17.3313 2487 78.639 2462 92.90296 2332 

17.23085 2483 75.80696 2478 93.43789 2307 

18.19525 2482 75.78165 2461 94.98039 2306 

18.43975 2486 76.05315 2466 93.02087 2346 

18.04919 2481 79.25665 2482 94.34444 2346 

17.35949 2485 78.56225 2462 94.8908 2339 

17.5203 2488 78.57967 2470 94.52452 2337 

17.42405 2484 71.38532 2474 93.40379 2325 

17.91264 2481 70.02034 2476 94.24883 2338 

 

100 Users 500 Users 1000 Users 

CPU Memory CPU Memory CPU Memory 

90.32836 2254 86.07747 2193 83.57325 2230 

92.01119 2437 89.62564 2211 88.63089 2305 

86.42888 2254 89.50601 2156 87.50954 2291 

87.69218 2388 88.26361 2164 86.2351 2267 

85.5397 2260 87.25372 2204 84.99698 2337 

92.68365 2237 88.07437 2174 87.67408 2308 

87.38477 2394 86.6795 2166 86.38226 2282 

86.57758 2156 86.38161 2201 86.94874 2111 

87.6712 2290 87.38084 2106 87.11227 2280 

86.24921 2313 87.17902 2206 87.20146 2341 

87.97831 2293 86.69313 2090 89.70789 2291 

88.69203 2282 88.70692 2113 87.76308 2198 

89.72759 2317 87.92713 2109 87.31989 2335 

89.67506 2232 87.8907 2112 87.49 2326 

88.60783 2332 86.60198 2113 87.1288 2277 

88.93432 2356 86.52233 2116 86.92258 2298 

88.38618 2370 86.68096 2116 87.18365 2343 

88.4141 2359 87.11723 2060 84.25653 2333 

88.19804 2366 87.53806 2194 86.09732 2274 

88.01442 2270 87.17976 2170 86.52184 2247 

87.02134 2365 84.90475 2130 86.6468 2315 

89.70892 2301 86.4802 2212 88.01339 2231 

87.94398 2257 85.6476 2205 87.99996 2282 

87.54121 2272 87.90341 2208 87.38861 2296 

88.18816 2292 85.34495 2124 85.2849 2198 
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86.30322 2269 85.87349 2210 85.91708 2306 

88.5098 2269 88.49595 2193 87.62197 2289 

88.04302 2307 85.91563 2208 86.09884 2208 

87.05606 2159 84.93071 2196 85.35289 2199 

85.83695 2249 86.26823 2204 88.39131 2338 

86.74795 2281 87.05754 2176 86.08746 2298 

88.8155 2246 88.01678 2202 85.70489 2333 

88.10062 2320 86.74296 2194 86.99031 2239 

87.67594 2315 87.37884 2203 85.28702 2132 

87.18646 2148 86.52317 2203 86.12067 2260 

88.07205 2230 86.56591 2200 86.95441 2245 

89.42826 2305 87.24524 2081 86.68567 2323 

88.38231 2205 86.99018 2206 84.91451 2325 

87.89173 2306 87.62287 2180 86.37813 2256 

88.00542 2310 86.05241 2153 86.48619 2336 

88.16847 2329 86.72192 2127 85.23134 2188 

87.96679 2324 87.70552 2206 86.58479 2289 

88.73255 2264 87.32304 2073 84.66277 2201 

87.50799 2201 84.94081 2030 86.31509 2271 

89.04184 2263 86.54845 2201 84.97464 2330 

88.48372 2301 89.56475 2137 85.66582 2326 

87.92277 2256 87.18288 2064 86.03374 2324 

88.54589 2347 89.1526 2183 84.07386 2269 

89.28607 2181 85.89206 2148 86.36208 2277 

87.99384 2246 87.53968 2147 83.77783 2284 

90.39905 2193 86.21011 2153 85.6078 2238 

88.81829 2281 88.94149 2134 84.80381 2213 

88.73602 2276 89.02344 2173 85.93837 2130 

89.01365 2353 88.00781 2125 86.2055 2265 

87.1786 2247 88.40071 2148 86.20313 2305 

88.67204 2339 86.06335 2150 85.87326 2190 

88.43728 2282 87.34062 2065 84.88164 2272 

87.34748 2327 86.55417 2123 85.74521 2278 

87.37939 2315 89.46662 2169 87.06499 2271 

89.19464 2211 87.97154 2200 86.61549 2124 

89.83192 2334 88.48638 2163 88.28769 2171 

90.20534 2277 88.97082 2198 85.59191 2117 

86.22146 2273 87.49655 2162 85.27413 2166 

87.76858 2313 84.14415 2177 85.07124 2161 

87.01228 2223 85.00076 2153 85.23181 2112 

88.18732 2237 87.41348 2130 88.42661 2129 

87.66316 2226 88.52844 2156 85.54889 2158 

86.77286 2352 87.63537 2180 88.14217 2206 
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89.13188 2284 85.35749 2108 84.82382 2283 

88.39643 2335 86.69793 2166 86.39749 2150 

88.0353 2104 86.45051 2153 86.3706 2209 

88.47563 2205 88.70094 2190 88.61931 2284 

89.10541 2131 88.7886 2194 87.27559 2290 

86.93631 2187 87.64913 2189 88.13317 2185 

87.47554 2327 88.23727 2193 85.91071 2238 

88.23064 2339 89.46185 2162 86.47238 2122 

88.93387 2240 87.35505 2153 86.57913 2158 

88.68814 2255 89.31395 2159 87.26569 2211 

89.26608 2190 88.16355 2134 85.94884 2269 

86.18497 2247 87.42771 2052 85.94765 2193 

88.71365 2245 86.90581 2174 86.62189 2191 

84.83125 2355 87.97408 2169 87.57201 2202 

87.74478 2301 87.31384 2183 89.36797 2249 

88.71421 2335 89.29553 2179 86.89273 2088 

86.74042 2336 82.02356 2118 87.28514 2238 

88.51079 2236 87.84093 2101 89.22303 2233 

90.26778 2298 88.06492 2155 85.88887 2196 

87.81933 2342 85.91084 2173 87.17341 2242 

87.37509 2217 86.52176 2192 87.6472 2253 

87.22557 2235 86.72901 2167 88.32135 2235 

88.55188 2217 87.1293 2169 86.73721 2147 

89.58225 2198 86.91326 2189 86.27846 2200 

78.63364 2241 86.06161 2158 86.94166 2274 
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Annex G – Upload and Download test results details 

 

The following table shows the detailed test results for the upload and download test with the intent of 

comparing the download and upload times of a 5KB file using the implemented solution with Azure 

storage and Amazon storage against the default APIs of Azure and Amazon. The test consisted in 

uploading and downloading a 5KB file 100 times using the mentioned configurations.     

 

Azure Cloud Services 

Amazon Cloud 

Services Azure API Amazon API 

Upload 

(ms) 

Download 

(ms) 

Upload 

(ms) 

Download 

(ms) 

Upload 

(ms) 

Download 

(ms) 

Upload 

(ms) 

Download 

(ms) 

484.3343 246.9412 930.6395 467.2357 53.3096 43.8133 528.856 59.0216 

382.0437 241.2213 877.6756 477.9953 45.1583 46.4239 361.4633 65.6871 

484.4602 412.8741 902.8933 485.5243 43.5166 39.1557 318.5424 57.4266 

532.7633 244.325 927.8092 962.9925 43.3025 38.6807 319.3928 60.2676 

482.771 248.3836 678.5746 558.4466 43.0375 40.384 310.2879 60.8214 

474.2497 268.849 974.5317 526.2685 43.6692 46.8326 303.6523 64.2918 

377.1636 266.2202 907.3797 509.2133 53.5377 40.2897 378.2997 62.4789 

468.855 293.9272 942.2351 755.8844 42.9731 37.9553 338.6682 60.3535 

371.5039 272.9515 886.1745 485.4268 42.8271 67.5867 321.2048 54.5991 

473.0983 240.8891 922.0408 472.9962 43.7676 39.5657 315.6113 63.9559 

377.7313 251.7929 972.181 479.9131 42.3307 39.7005 315.4144 58.5453 

371.0243 287.9484 867.9064 818.8462 45.6346 39.4528 323.3265 58.1408 

439.8944 245.6522 687.3712 512.6146 41.3763 56.3289 321.786 56.2967 

380.0816 296.0527 894.8007 499.1451 43.0678 39.3511 395.694 204.5162 

383.7698 278.6807 895.9012 467.6159 43.8567 39.7304 382.2996 59.2824 

383.2483 283.9108 900.258 490.7077 43.9948 38.6579 340.2212 73.3612 

391.9165 240.5527 1058.474 486.8408 43.3762 38.2343 313.8381 66.5264 

464.3461 318.8473 873.0552 699.9973 43.4588 41.0987 338.3514 62.1901 

402.9644 271.4269 645.2228 481.0332 50.2871 38.8403 337.4697 57.233 

381.0697 269.5534 1012.33 807.0266 44.0932 38.5282 377.2888 56.8187 

490.1269 270.994 683.6881 464.348 43.2339 40.3355 349.9685 64.9775 

373.2355 311.1947 926.6606 487.6162 43.1919 39.5718 341.7565 58.1492 

476.3047 270.7006 932.1286 716.9009 42.0644 39.3787 338.3943 57.33 

469.0588 234.3356 673.8498 483.245 44.0102 38.7894 340.2636 56.6237 

376.1853 259.899 936.776 473.9063 42.4838 39.0017 344.005 57.4812 

380.9824 346.141 913.4658 594.3791 46.7682 38.4237 346.3451 59.2642 

476.1866 241.1177 998.2389 486.0034 42.0751 38.1503 340.9074 56.787 

453.0733 250.621 960.1328 480.4818 84.2407 38.4755 338.8557 60.0708 

370.1654 472.5357 921.9699 521.0865 42.4334 38.148 319.8393 56.9904 

441.0957 248.7596 817.156 521.9197 46.4598 39.7271 352.9471 57.2619 

437.9435 290.4839 956.6298 756.712 41.9627 38.4176 345.1027 55.7005 

469.6634 244.686 699.3792 577.5045 43.5759 38.3575 322.3626 61.1092 
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543.7776 232.1401 969.4304 463.2559 42.1651 38.44 331.1069 57.9024 

413.697 284.889 3912.322 481.2161 42.3279 40.767 490.2111 56.5593 

511.0537 486.0529 907.257 472.5441 41.5913 39.6082 314.0513 57.3673 

941.4747 339.4326 930.4716 470.1677 44.1777 41.1383 321.0601 57.4938 

383.4153 236.12 868.2889 545.1977 42.6564 38.6327 302.9114 63.676 

479.5175 267.3473 872.4884 458.9724 44.9497 37.6516 319.8962 57.3477 

384.401 238.7968 860.9409 455.2739 49.9722 38.3281 348.8516 58.3199 

379.8847 253.8376 936.2698 398.2923 46.1962 39.6278 370.2025 64.5815 

408.5598 231.9825 555.0597 412.1333 42.4138 39.6404 300.3508 57.6468 

384.6054 274.0748 540.2783 444.8604 42.1954 38.629 324.5534 59.7237 

385.0383 242.8284 525.9209 413.3233 50.9313 38.8986 323.3572 57.9425 

382.8592 391.6198 631.854 439.0552 49.0788 40.1288 298.0737 57.9584 

483.3285 311.8702 750.9427 386.7774 42.8019 38.9681 301.0263 57.0678 

383.8407 243.0588 524.318 489.416 43.5222 38.6103 295.5942 65.7571 

393.2181 256.9077 519.2713 396.1053 42.9853 39.4939 405.8169 62.0796 

380.5546 238.3447 591.8954 451.0809 43.8068 39.4146 329.3654 58.696 

383.5398 240.7799 624.7626 432.9994 42.3242 39.2802 305.9629 58.438 

387.3093 253.7634 614.0207 438.9996 48.3151 38.2618 331.3658 57.2442 

485.3564 244.7957 528.4924 427.6965 42.4884 39.2196 340.6401 59.3584 

386.5334 277.7062 559.9571 404.3215 93.5392 38.977 304.046 58.7869 

370.8307 253.3025 516.698 434.8244 46.9525 40.0691 310.2959 56.6153 

386.2265 257.7381 544.7517 391.834 45.2483 56.3737 295.1426 56.8761 

384.0768 240.8252 557.7016 423.9668 45.6691 38.1704 317.976 57.6486 

479.3916 262.413 559.7122 380.7786 45.183 38.8459 324.3766 57.7135 

384.9692 237.9226 625.6214 417.4748 43.9005 39.5816 323.6675 61.3322 

388.9682 261.7146 526.9869 442.3623 41.7033 39.192 328.7263 58.2803 

508.737 259.7665 718.1987 390.9592 43.9999 39.6338 341.5806 58.8252 

366.3265 244.5876 530.0692 406.6867 163.3821 53.5503 323.3241 57.7713 

597.9414 359.7436 659.4313 391.8433 43.9957 45.6458 323.3465 62.4812 

377.2774 261.8476 590.9078 373.216 41.7872 38.524 318.7225 57.6057 

389.5261 265.9221 525.8524 408.9633 42.132 38.4022 320.1523 76.6445 

384.4477 250.2287 620.514 376.0351 63.4077 39.0498 332.8661 56.8733 

386.5824 287.9167 541.1483 431.0438 45.0934 38.0384 745.5907 65.5817 

383.9406 268.6367 616.2702 400.1691 47.4992 39.4971 325.2807 56.5561 

493.0725 285.9513 560.5515 371.8985 44.5453 38.6355 507.0737 67.3227 

388.0048 269.8478 590.6396 368.8028 43.6379 39.4533 336.0375 60.3721 

384.5536 298.0493 544.4662 407.4014 43.2096 40.7376 381.9096 54.9177 

508.8835 256.8508 693.9723 381.8044 53.8111 39.7164 335.6046 56.2594 

474.8412 275.4315 516.9159 421.5493 43.8642 39.492 330.2621 58.1758 

482.3451 261.187 619.5194 387.4212 42.5379 38.7017 310.0094 58.7086 

484.3021 238.055 589.4453 439.1102 44.8695 66.2474 305.1344 56.0863 

402.2488 243.8533 555.2225 374.9103 42.8556 39.6935 327.6739 60.249 

485.1549 381.9439 569.7618 445.758 42.7291 40.927 352.3925 57.6272 
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387.2435 243.8939 545.9315 438.2518 44.0592 38.6378 334.4756 55.7163 

416.3361 252.5953 505.9813 384.1482 43.2297 38.8398 334.2498 58.1198 

491.0665 254.6689 706.0909 394.7025 49.807 40.1647 380.4699 58.4963 

388.4256 260.045 547.6664 609.7871 44.3479 39.0708 309.416 58.7277 

388.3533 247.9973 531.4538 398.4584 44.2845 38.7899 315.5436 57.8833 

379.9724 246.7662 529.1124 381.7545 43.0058 38.8412 315.0263 59.6201 

388.1415 245.4311 556.4336 390.3523 42.3597 37.7678 342.4399 57.915 

412.8167 288.1103 506.3433 404.2021 42.5621 38.3873 372.6391 63.9344 

388.4835 323.5082 522.5229 412.5848 42.5822 38.3645 335.3354 57.5833 

552.465 586.9425 531.039 395.233 43.4564 38.8762 339.7145 56.9032 

545.095 693.5254 615.8597 369.6 42.1684 38.3924 352.3864 57.56 

422.1236 409.2227 552.8312 431.7011 52.7307 38.2502 339.834 63.2822 

658.1582 364.9046 580.2271 405.9273 44.7543 38.6084 337.5373 57.5679 

395.4098 294.9302 534.2626 401.9806 87.8105 38.0108 301.7806 57.1084 

389.7346 266.753 531.7341 466.4678 41.8166 38.852 366.4914 56.4147 

368.1888 438.507 1055.753 421.3357 42.3377 40.9513 337.0857 58.7762 

382.8713 259.1031 569.8462 387.584 43.4784 39.5023 335.3517 59.7904 

378.8542 247.4175 550.7403 383.2319 42.9447 52.2618 336.2176 58.3335 

382.5084 258.4019 601.117 391.6287 42.5771 97.4925 348.7401 57.0646 

382.3778 284.1086 568.931 385.2128 41.8722 39.235 350.2493 62.6538 

387.9838 242.0311 511.976 407.5484 42.0807 38.7391 334.1173 60.7789 

390.9536 256.1389 521.0473 420.8705 41.9109 39.3521 548.4658 57.33 

399.2837 284.5126 521.0496 388.546 43.5208 41.289 337.0349 56.1409 

384.9035 294.5486 502.9607 459.1179 49.7749 38.6873 369.728 57.7191 

483.7507 242.4538 508.6596 386.0487 42.592 78.6729 517.2366 58.333 

 

 

 


